
ECE 510: Deep Learning Theory and Practice Spring 2019

Homework 3
Due: Monday, May 6, 2019, 12:00 noon PT

Student Name: Instructor Name: Ted Willke

(10 Points Total)

Problem 1 (Concepts) - 1 point

Suppose mH(N) = N + 1, so dvc = 1. You have 100 training examples. Use the generalization bound to give
a bound for Eout with 90% confidence. Repeat for N = 10, 000.

Problem 2 (Concepts) - 1 point

For an H with dvc = 10, what sample size do you need (as prescribed by the generalization bound) to have
95% confidence that your generalization error is at most 0.05?

Problem 3 (Concepts) - 1 point

In this problem, we will consider X = R. That is, x = x is a one-dimensional variable. For a hypothesis set
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prove that the VC dimension of H is exactly D + 1 by showing that

(a) There are (D + 1) points which are shattered by H.

(b) There are no (D + 2) points which are shattered by H.

Problem 4 (Concepts) - 1 point

It is no surprise that adding more nodes to the hidden layers of a network gives it more approximation ability
(i.e., ability to fit a complex target, f .), because you are adding more parameters. How many parameters
are there in a neural network with an architecture specified by d =

[
d(0), d(1), ... , d(L)

]
, a vector giving

the number of nodes in each layer? Evaluate your formula for a network with 3 hidden layers with 8 neurons
in each layer, 16 inputs, and 4 outputs.

Problem 5 (Concepts) - 1 point

The part of a target function that is ’outside’ our best fit acts like noise in the data. We can called this
deterministic noise to differentiate it from random stochastic noise.

Deterministic noise depends on H, as some models approximate f better than others.
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(a) Assume H is fixed and we increase the complexity of f . Will deterministic noise in general go up or
down? Is there a higher or lower tendency to overfit?

(b) Assume f is fixed and we decrease the complexity of H. Will deterministic noise in general go up or
down? Is there a higher or lower tendency to overfit? [Hint: There is a race between two factors that
affect overfitting in opposite ways, but one wins.]

Problem 6 (Concepts) - 1 point

In early stopping, why does outputting w∗
t rather than training with all the data for t∗ iterations not go

against the wisdom that learning with more data is better? [Hint: ”More data is better” applies to a fixed
model (H,A). Early stopping is model selection on nested hypothesis sets H1 ⊂ H2 ⊂ ... determined by
Dtrain. What happens if you were to use the full data D?]

Problem 7 (Concepts) - 1 point

Suppose you run gradient descent for 1000 iterations. You have 500 examples in D, and you use 450 for Dtrain

and 50 for Dval. You output the weights from iteration 50, with Eval(w50) = 0.05 and Etrain(w50) = 0.04.

(a) Is Eval(w50) = 0.05 an unbiased estimate of Eout(w50) ?

(b) Use the Hoeffding bound to get a bound for Eout using Eval plus an error bar. your bound should hold
with probability at least 0.1.

(c) Can you bound Eout using Etrain or do you need more information?

Problem 8 (Practice) - 3 points

In this problem, you will explore the challenges of hyperparameter selection for neural networks using Py-
Torch. First, you will create a synthetic dataset that you can use to evaluate a multi-class classifier. Then,
you will analyze the training loss, validation loss, and classification accuracy under a number of experimental
conditions. Finally, you will explore the effects of overfitting, adjustment of the learning rate, selection of
the mini-batch size, and the VC dimensionality of the model.

Questions 8(a) through 8(d) are posed in notebook ’tutorial5-hyperparameters.ipynb’ on the course website.
Please feel free to answer all questions in the notebook using a combination of code output and markdown.

*** IMPORTANT: No hard copies accepted. Submit typed or written answers in PDF format
for the theoretical portion. Submit answers to the programming questions in PDF format,
along with plots. You may choose to markdown your Jupyter Notebook output. In addition,
you must upload your source code files. ***


