
ECE 510: Deep Learning Theory and Practice Spring 2019

Homework 1
Due: Monday, April 15, 2019, 12:00 noon PT

Student Name: Instructor Name: Ted Willke

(10 Points Total + 10 Extra Credit)

Problem 1 (Concepts) - 3 points

Consider the bin model for a hypothesis h that makes an error with probability µ in approximating a
deterministic target function f (both h and f are binary functions). If we use the same h to approximate a
noisy version of f given by

P (y|x) =

{
λ y = f(x),

1− λ y 6= f(x).

(a) What is the probability of error that h makes in approximating y?

(b) At what value of λ will the performance of h be independent of µ?

[Hint: The noisy target will look completely random.]

Problem 2 (Concepts) - 3 points

Consider the problem of verifying that a fingerprint belongs to a particular person. The target function takes
as input a fingerprint, and returns +1 if it belongs to the right person, and −1 if it belongs to an intruder.
There are two types of error that our hypothesis h can make here. If the correct person is rejected (h = −1
but f = +1), it is called false reject, and if an incorrect person is accepted (h = +1 but f = −1), it is called
false accept.

Figure 1: Definition of a risk or loss matrix

The matrix that tabulates the cost of various errors is called a risk or loss matrix (see Fig. 1). We define
this matrix for two applications: a supermarket application and a CIA application. The risk matrices for
these applications is shown in Fig. 2.

For the two risk matrices shown, explicitly write down the in-sample error Ein that one should minimize to
obtain g. This in-sample error should weight the different types of errors based on the risk matrix.
[Hint: Consider yn = +1 and yn = −1 separately.]
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Figure 2: Supermarket (left) and CIA (right) risk matrices

Problem 3 (Programming) - 4 points

Consider the noisy target y = w∗Tx + ε for generating data, from Problem 3 above. Assume the noise is
Gaussian with zero mean and σ2 variance, independently generated for every example (x, y). We are going
to measure the expected error to confirm that it agrees with the following expression:

ED [Ein(wlin)] = σ2

(
1− d+ 1

N

)
.

This is the expected in-sample error of linear regression with respect to dataset D.

(a) Write your own implementation of linear regression using the closed-form solution described in lecture
3. Verify that it works visually by plotting your regression line on the plot provided in ’tutorial2-
linear-regression.ipynb’ (Just add your line to the plot and compare it with the line generated by
np.linalg.lstsq.).

(b) Now we are going to use the data generator in the notebook to generate new training datasets. This gen-
erater generates noisy data points in 2-D. First, generate training data. Leave the numpy.random.seed(0).
Generate 8 training datasets of size 4, 8, 16, and 32, one version of each with σ = 0.1 and another with
σ = 0.5.

(c) Now change the random seed to 1 and generate 8 additional test datasets with the same parameters.
Set your test datasets aside.

(d) Train your linear regression algorithm on each of the training datasets and plot the training error, Ein,
as a function of the number of data points, N . These should be points on your plot. Now plot a curve
of the expected in-sample error of linear regression, ED, as defined in Problem 3 above. Comment on
whether they agree.

(e) Now you will test your linear regression model. Evaluate (Do not re-train!) your model on each of
the test datasets. Compute Eout, the out-of-sample error, a.k.a. test error. Now plot a curve of the
expected test error for linear regression on the same plot. This is defined as

ED,ε′ [Etest(wlin)] = σ2

(
1 +

d+ 1

N

)
.

Comment on whether the data points and the curve generally agree.

***CONGRATULATIONS! Homework done... unless you want to do the extra credit. The
following 3 questions are worth 10 points total, which is equivalent to an entire homework
assignment. They are challenging but will allow you to make up for points lost elsewhere or
even skip an assignment of your choosing. :-) ***
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Extra Credit Problem 1 (OPTIONAL) - 3 points

For linear regression, the out-of-sample error is

Eout(h) = E
[
(h(x)− y)2

]
.

Show, by derivation, that among all hypotheses, the one that minimizes Eout is given by

h∗(x) = E [y|x] .

[Hint: Use the integral definition of conditional expectation and factor/refactor the right-hand side. Eventu-
ally you will discover an inequality (not strict) that bounds Eout from below. Show that when h(x) = h∗(x)
this inequality is minimized.]

Extra Credit Problem 2 (OPTIONAL) - 3 points

Linear regression produces an estimate

ŷ = Xwlin

which differs from y due to in-sample error. Substituting the expression for wlin (assuming XTX is invert-
ible), we get

ŷ = X(XTX)−1XTy

Therefore, the estimate ŷ is a linear transformation of the actual y through matrix multiplication with H,
where

H = X(XTX)−1XT .

Since ŷ = Hy, the matrix H ’puts a hat’ on y, hence the name (note: This H has no relation to the
hypothesis set H discussed in class). The hat matrix is a very special matrix. For one thing, H2 = H, which
can be verified use the above expression for H.

Consider the hat matrix H = X(XTX)−1XT ., where X is an N by d+ 1 matrix, and XTX is invertible.

(a) Show that H is symmetric.

(b) Show that HK = H for any positive integer K.

(c) If I is the identity matrix of size N , show that (I −H)K = I −H for any positive integer K.

(d) Show that trace(H) = d + 1, where the trace is the sum of diagonal elements. [Hint: trace(AB) =
trace(BA).

Extra Credit Problem 3 (OPTIONAL) - 4 points

Consider a noisy target y = w∗Tx + ε for generating data, where ε is a noise term with zero mean and σ2

variance, independently generated for every example (x, y). The expected error of the best possible linear
fit to this target is thus σ2.

For the data D = {(x1, y1), ... , (xN , yN )}, denote the noise in yn as εn and let ε = [ε1, ε2, ... , εN ]T ; assume
XTX) is invertible. By following the steps below, show that the expected in-sample error of linear regression
with respect to D is given by
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ED [Ein(wlin)] = σ2

(
1− d+ 1

N

)
.

(a) Show that the in-sample estimate of y is given by ŷ = Xw∗ +Hε.

(b) Show that the in-sample error vector ŷ−y can be expressed by a matrix times ε. What is the matrix?
[Hint: Use the definitions for ŷ and y given above and simplify.]

(c) Express Ein(wlin) in terms of ε using (b), and simplify the expression using this fact: (I−H)K = I−H

(d) Prove that ED [Ein(wlin)] = σ2

(
1− d+ 1

N

)
using (c) and the independence of ε1, ... , εN . Here are

some nice hints :-) that will help you prove this:

– The sum of the diagonal elements of a matrix is its trace.

– trace(H) = d+ 1.

– Since Ein is a scalar, Ein = trace(Ein) and so ED [trace(Ein)] = right-hand side expression you
are after.

– Use the cyclic property of the trace: trace(ABCD) = trace(BCDA) = trace(CDAB) = trace(DABC),
where A, B, C, and D are matrices.

– trace and expectation commute.

– ED
[
εεT
]

= σ2I, where I is the N ×N identity matrix.

– The trace of a sum is the sum of traces

That’s really all you need to know to work out this puzzle!

*** IMPORTANT: No hard copies accepted. Submit typed or written answers in PDF format
for the theoretical portion. Submit answers to the programming questions in PDF format,
along with plots. You may choose to markdown your Jupyter Notebook output. In addition,
you must upload your source code files. ***


