
An instrumentation receiver is a signal processing component in a system for bench measure-
ments or scientific data collection.  It performs the basic function of translating a narrow frequency 
band in the RF spectrum to audio or baseband where it may be examined using conventional 
audio signal processing tools such as oscilloscopes, fourier analyzers, the ears and brain.  An 
instrumentation receiver appears simple at first glance, but it’s most significant attribute is that it is 
characterized by precise mathematics.  This example has a gain of 60 dB, a noise figure of 4 dB, 
and an absolutely flat passband with no ripple inside the channel.  A 1.0 uV sine wave at the RF 
input results in a 1.0 mV sine wave at the baseband output.  It is the ideal frequency translation 
block in a Radio Frequency measurement instrument--a more precise cousin of the block down-
converter in a communications system.

Table 1 is a summary list of specifications:

Chapter 8

A Black Box HF-VHF Instrumentation Receiver

Input S11 < 10 dB from 2 to 250 MHz

4.0 dB noise figure
60.0 dB gain: 1.0 microvolt in = 1.0 millivolt out

100 Hz to 20 kHz output bandwidth

black box: SMA RF in, SMA LO in, RCA audio out, 12 v supply

1% RF bandwidth anywhere between 2 - 250 MHz

2 volt peak-to-peak output into 600 ohms
40 dB adjacent channel suppression

>>40 dB everywhere else
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Figure 8_1 is an instrumentation receiver block, and Photograph 8_1 shows a completed receiver 
with the cover removed to show the iR2 circuit board inside.  It is literally a black box with RF in-
put, LO input, Audio output, and a 12 volt power supply connector.

Figure 8_2 is a detailed block diagram of the iR2 circuitry on the printed board.  Photo  8_2 is a 
photograph of the board.  As with most of the circuit board layouts in this collection, signals flow 
from left to right, top to bottom,   The upper half of the circuit board is the RF section, and the 
lower half is baseband signal processing.  This arrangement makes it easy to follow the signal 
path, but it is more than simply visually compelling and pedagocically convenient: this arrange-
ment of the circuitry provides maximum separation in both frequency and physical space between 
the sensitive and large signal portions of the circuitry.  The weak RF signal enters in the upper 
left corner.  The +10 dBm LO input is at the upper right and is connected immediatly to the mixers 
through a low-pass wilkenson splitter--it doesn’t wander around on the surface of the circuit board 
where it will electromagnetically couple into any adjacent circuit board traces.  The low-pass wilk-
enson structure with capacitors on the mixer LO ports keeps LO harmonic energy generated in the 
mixer diodes off the circuit board and prevents it from being reflected back out the LO port.  The 
baseband LNA is in the lower left corner, and the audio output in the lower right.  In this design, 
phase and amplitude trims for opposite sideband suppression are in the LO input circuitry and at 
the baseband sum node.  Other options are possible, as illustrated in Chapters 5 and 6.  Figure 
8_3 is the schematic of the RF circuitry on the upper half of the circuit board, and figure 8_4 is the 
schematic of the analog signal processing circuitry on the lower half of the iR2 circuit board.

With 4 dB noise figure, 60 dB gain, and 2 volt output, the useful RF input signal range is more 
than 100 dB, from less than 10 nV to more than 1 mV.  With 3 kHz channel bandwidth, the input 
noise floor is around -135 dBm.  10 nV into a 50 ohm load is more like -150 dBm, so the receiver 
bandwidth will have to be restricted in post-processing to recover 10 nV signals.  Post-processing 
need not involve hardware.  A 10 nV RF input CW signal is clearly audible in headphones con-
nected to the audio output, since the ear-brain has an effective bandwidth much narrower than 3 
kHz.  In many applications the audio output is also connected to a digital signal processor.  If sig-
nals and LO have sufficient frequency stability, it is possible to recover signals much smaller than 
1 nV through coherent processing and subsequent incoherent averaging of long time records.

Instrumentation Receiver in a die-cast shield box.  The inductors on the top half of the circuit 
board determine the RF band.  This example is for 144 MHz.
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iR2 Instrumentation Receiver circuit board.  The RF signal path is on the top half and the 
Analog Signal Processor is on the bottom half.  This example is for 10.7 MHz.







Photograph of the inside of a Mini-Circuits ADE-1 Diode Ring Mixer.  The two small ferrite 
core triflilar transformers are clearly visible at each end, and the four diodes on a ceramic 
chip carrier under the black dot of glop are in the center.

The frequency range of a diode ring mixer is determined primarily by the properties of the broad-
band transformers.  The ADE-1 mixers used in the iR2 work well from below 1 MHz to above 250 
MHz, the practical upper and lower frequency limits of the other RF circuitry on the board.  In com-
mon with all of the other reference designs in this collection, there are no specialized integrated 
circuits.  The dual op-amps in the analog signal processor use the industry standard mini-DIP pin 
out, and may be replaced with any other low-noise 8 pin dual op-amp to optimize the circuit for 
lower current drain, a different power supply voltage, higher output drive capability, etc.

The iR2 may be easily modified to meet specific needs.  For example, in some battery operated 
applications dynamic range is not an issue--wildlife tracking in remote locations comes to mind.  
The current drain in the common gate RF amplifier stages is set by the 150 ohm source resistors.  
For much lower current drain at the expense of dynamic range these resistor values may be in-
creased, and the op-amps replaced by low-current versions.  The use of sockets for the op-amps 
makes it easy to experiment with different options.  When experimenting with different frequency 
ranges it is convenient to tack-solder inductors to the back of the circuit board until the final sizes 
are determined and soldered into the through-holes on the board.

Design Notes



Simulation of the desired and suppressed sideband in an instrumentation receiver designed for 
18 kHz baseband bandwidth.  The components in the All-Pass networks determine the frequency 
range of the sideband suppression, and the high pass, low-pass and optional baseband filter de-
termine the shape of the passband.  A feature of this arrangement of image-reject frequency con-
verter with baseband op-amp all-pass networks is that all of the ripple appears in the stopband.  
The frequency response in the passband is absolutely flat.  Note that the phase response in the 
passband is nearly a straight line.  The iR2 instrumentation receiver simply amplifies and changes 
the frequency of an incoming signal in the passband without introducing artifacts.

Other arrangements using polyphase baseband networks may have significant ripple in the pass-
band and a flat stopband.  Simulations of different image-reject options are always instructive. 



Every design contains a few experiments, and there are several less common choices in this 
instrumentation receiver.  The first is the configuration of the Image-Reject mixer.  Going back to 
basics, the IQ frequency conversion block consists of two mixers, two quadrature spliter/combin-
ers, and an in-phase (or perhaps 180 degree) splitter/combiner.  Three possible connections of 
these five components are illustrated in figures 8_3a b and c.

From this basic understanding of the block diagram, figure 8_3a seems to be the obvious choice, 
and it is good for many applications.  But there is a process experienced designers refer to as 
“going a little deeper into the onion” ... taking a step back and peeling away the superficial un-
derstanding gleaned from a cursory examination of the block diagram and schematic.  This is 
often in response to puzzling measurements that reveal a subtle, unexpected insight.  Paraphras-
ing a former US Defense Secretary, “there’s stuff you know, stuff you know you don’t know, and 
stuff you don’t even know you don’t know.”  The subtle details deeper into the onion often involve 
impedances (and harmonic impedances) present at the ports of mixers, interactions of low-level 
LO leakage with components connected to the RF port, and both traveling and standing waves at 
desired, undesired, and harmonic frequencies on lengths of transmission lines connected to the 
various ports.

Three IQ Mixer Connections

In figure 8_3a the LO and IF are connected with quadrature couplers, and the RF is connected 
in-phase.  This common arrangement has a well-known advantage when passive splitters and 
quadrature couplers are used in the RF and LO signal paths.  It is relatively easy to build a low-
loss in-phase coupler with small phase and amplitude errors across a very wide RF bandwidth.  
For quadrature LO drive there is a whole catalog of options including frequency dividers, direct 
synthesis of sine and cosine waveforms, and some simple networks that provide constant phase 
at the expense of amplitude variations across the design bandwidth.  Most frequency mixers are 
relatively tolerant to variations in LO amplitude, so the block diagram in figure 8_3a is appealing.  
The RF port has a low-loss in-phase broadband splitter, the LO port is connected to a quadrature 
splitter with outputs that may differ in amplitude, and the baseband I and Q ports are handled at 
low frequency where broadband precision analog or digital signal processing is available.
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Figure 8_3b is the configuration used in the iR2, with the 3 dB quadrature splitter on the RF port.  
As discussed briefly in chapter 6, the impedance at the RF port of a diode ring mixer is determined 
by impedance at the IF port translated in frequency by the switching action of the mixer. A very 
rough estimate of the impedance seen looking into the RF port At the Radio Frequency is that it 
is approximately equal to the impedance connected to the IF port At the Intermediate Frequency.  
We normally think of a mixer as a device for translating a Signal in the frequency domain, but it 
is equally valid to think of it as a device for translating an Impedance to a different frequency.  In 
a direct conversion receiver with a diode ring mixer and 50 ohm audio frequency load on the IF 
port, the impedance looking into the RF port is roughly 50 ohms.  With basic Fourier theory and an 
over-simplified model of the mixer, we can show mathematically that the local oscillator and mixer  
switches translate the impedance at the Intermediate Frequency port up to the Radio Frequency 
range.

The impedance seen at the LO port in a diode ring is messy.  From basic device physics, the 
impedance of a single diode junction at room temperature is very roughly 26mV/Id, where Id is the 
average current flowing in the diode.  That’s about 26 ohms per milliamp of diode current, so two 
diodes in series conducting a milliamp is about 50 ohms.  In a diode ring mixer, two diodes are 
always in series across the LO port, but diode current is provided by the LO drive, not a constant 
DC source.  This over-simplified view reveals that the impedance seen looking into the LO port 
of a diode ring mixer is drive level dependent, and far from 50 ohms with +7 dBm LO drive.  The 
analysis of a quadrature hybrid splitter terminated in a pair of drive-level dependent diode ring 
mixer LO port impedances is interesting.

It is clear that the LO ports of a diode ring mixer are not an ideal choice to terminate a network de-
signed to drive a pair of 50 ohm loads, but there are other subtle insights to be gained still deeper 
into the onion.  The popular twisted wire hybrid described by Fisher [ref 8a,b] provides excellent 
phase bandwidth and modest amplitude variations with frequency, but the path from input to one 
output port is high-pass while the path to the other is low-pass.  Behavior is ideal at the design 
center frequency with pure sine waves, but the waveform generated at the non-linear mixer diodes 
has significant harmonic energy.  The waveform at the diodes connected to the high-pass port will 
be different from the waveform at the low-pass port.  Odd-harmonic energy bouncing around on 
interconnecting tranmission lines has a significant impact on the apparent phase of the LO drive, 
and introduces a variable phase offset between the I and Q mixers.  It may be trimmed out, but 
trim is typically dependent on both LO frequency and drive level.  The experienced designer will 
have a catalog of techniques to deal with these issues.

Generations of HF and VHF designers have thrown up their hands in confusion after connecting 
a high frequency dual trace oscilloscope to the LO ports of a diode ring IQ modulator.  Microwave 
designers are spared this uncomfortable glimpse at reality.  The current success of IQ mixers 
above 1 GHz may depend more on gifted and experienced bench engineers capable of mak-
ing things work than deep understanding by the designers.  It is possible to trim an amplitude or 
phase error without understanding its source.

A narrow-band lumped element Wilkenson splitter provides sine wave drive to both LO ports 
through identical low-pass structures.  The Wilkenson output capacitors are soldered directly 
across the LO input ports of the mixers, dealing with harmonic energy at its source.  A fraction of 
the capacitance on one side is variable, offering a convenient phase trim location.  The twisted 
wire quadrature hybrid in the RF path is connected between a resistive attenator and the nominal 
50 ohm RF ports of the mixer pair.



The price of the configuration in figure 8_3b is narrower RF bandwidth.  This instrumentation 
receiver limits the RF bandwidth to less than one percent of the RF input frequency, and over that 
range the amplitude errors of the twisted wire hybrid are small enough to achieve greater than 40 
dB opposite sideband suppression.  The arrangement of figure 8_3c does not work as an image 
reject downconverter or upconverter, for reasons that will be discussed in chapter 12.

Chip components with minimum lead length and direct connections to ground offer a significant 
performance advantage over the 1 MHz to 250 MHz frequency range.  In previous decades with 
leaded through-hole components, instrumentation receiver blocks were typically enclosed in 
machined enclosures with feedthrough capacitors for DC and teflon push-in terminals to conduct 
signals through the walls of shielded compartments.

The area of the iR2 circuit board under the LO wilkenson splitter and pair of diode ring mixers.  
The larger chip capacitor in the top of the board is a 10nF chip in the I baseband output line.  The 
pattern of vias is immediately under the surface mount mixer leads, with the pair of Wilkenson 
capacitors and 100 ohm chip resistor mounted symmetrically directly below the LO input pins.  
Twisted pair connects the baseband I and Q outputs to the analog signal processor inputs.



Another departure from conventional wisdom in this design is the creative use of resistive loss and 
reverse isolation in the signal path.  An instrumentation receiver should work exactly the same 
way regardless of the length of cable connected to the input, and regardless of the input source 
impedance across a wide frequency range.  In many applications, a narrow bandwidth filter with 
high-Q resonators will be connected to the RF input, either directly or through a length of 50 ohm 
transmission line.  If any LO energy leaks out the RF port, it will travel along the line, reflect from 
the complex filter impedance, re-enter the RF port, be amplified by the RF amplifier, and arrive at 
the mixers, where it will subtly but surely affect the RF-LO phase relationships in the I and Q mix-
ers.  This misbehavior is far below the level that can cause a troublesome LNA oscillation.  An LNA 
may be unconditionally stable but still have large enough S12 to be a poor choice for the RF input 
path of an IQ mixer.  The first technique to suppress LO energy at the RF port is mixer balance.  
The second requirement is an amplifier topology with high reverse isolation in the RF path.  A 
common gate JFET amplifier will provide more than 40 dB of reverse isolation.  A cascade of two, 
as shown in figure 8_2, will suppress the LO traveling backward through the RF amplifier to below 
the LO leakage floor.  The LO energy will find another path to the RF input connector at a level 
higher than reverse isolation and mixer balance would suggest.  The two stage LNA with a pair of 
double-tuned circuits provides the necessary reverse isolation and significant RF out-of-band se-
lectivity, but it has more than enough gain to overdrive the mixers and following analog signal pro-
cessor circuitry.  Resistive loss is distributed through the signal path between the LNA output and 
analog signal processor input in a way that improves receiver intermodulation performance and 
reduces the effects of 1/f noise in the mixer diodes.  Resistors in the signal path of an instrumenta-
tion receiver serve much the same function as resistive pads on the inputs and outputs of filters on 
the measurement bench.  Since resistors are both lossy and noisy, inexperienced designers (and 
their professors) tend to avoid them at all costs in the weak signal path of a receiver.

For a complete understanding of IQ modulators and demodulators, it is necessary to do the math-
ematics.  A reasonably complete introduction is given in the early sections of chapter 9 in Ex-
perimental Methods in RF Design.  But note the end of that first sentence: “necessary to DO the 
mathematics.”  Doing the math is very different from reading the math, as anyone who has ever 
attempted a problem at the end of the chapter in a mathematics textbook can attest.  Yet doing 
the math has fallen from favor in the generation of engineers with advanced degrees who lean too 
heavily on computers.  There is a vast gulf between the awareness of algebra, trigonometry etc. 
provided in school and the actual use of those tools to solve new problems outside the textbooks.  
A wonderful problem to exercise algebra and trig skills is to figure out why the block diagram in 
figure 8_3c does not work as an image-reject downconverter.  Another delightful problem is to 
figure out which sideband is suppressed in each of the configurations as both an upconverter 
and downconverter, with an assortment of sign and connection reversals.  The same passive up/
down frequency converter block may not suppress the same sideband as an upconverter that it 
suppresses working as a downconverter.  A common error in textbooks and technical papers over 
the past half-century is a passive upconverter-downconverter block that doesn’t actually work as 
drawn.



Application Notes

During development the instrumentation receiver is run open on the bench.  The photograph 
shows the 50 MHz receiver using the VHF signal source described in chapter 4.  This is a com-
plete single-channel VHF receiver with the antenna connected to the SMA connector in the upper 
left corner of the receiver board, and baseband output from the two-pin berg connector on the 
lower right corner.

In direct conversion receiver applications it is critical to reduce the level of the Local Oscillator 
frequency electromagnetically coupled to the local environment.  Any local wiring with non-linear 
components and low frequency energy will modulate the LO energy and re-radiate it into space, 
where it is picked up by the sensitive receiver.  The combination of +10 dBm LO energy, near-
field electromagnetic radiation and coupling, modulated scattering, and 150 dB of receiver gain 
is outside the realm of mainstream electrical engineering, and introduces a set of problems that 
require unfamiliar skills and techniques.  Some of these are discussed in Chapter 8 of Experimen-
tal Methods in RF Design [ ].

Note the silver color of the receiver circuit board.  No attempt is made to achieve the final layout in 
the initial prototypes.  Individual sections are first designed and measured using a prototype run of 
separate functions.  The individual sections are then interconnected and measured as a system.  
The complete iR2 circuit board is then fabricated and measured, and any final changes made be-
fore the final production circuit boards are ordered.  This process takes several months.



The first requirement for high-performance direct conversion receivers is preventing LO elec-
tromagnetic radiation into the outside environment.  Short connections on the circuit boards 
are the first step, and enclosing individual circuit boards in die-cast aluminum shield boxes with 
feedthrough connectors for DC is next.  The photo above shows the circuit boards from the previ-
ous page mounted in their shield boxes. The two primary sources of LO leakage in the packaged 
system shown above are electromagnetic coupling from the LO input connector to the RF input 
connector inside the receiver shield box, and 50 MHz radiation through the braid of the RG-174 
coax connecting the 50 MHz signal source box on top with the iR2 receiver box shown below.

Neither of these sources of LO leakage are modeled in circuit or EM simulators, yet they are the 
source of the most significant non-ideal behavior exhibited by the 50 MHz instrumentation system 
shown above.  The low frequency artifacts can be clearly heard in the headphones and appear in 
the data, as will be shown in the next few pages.  Engineers sitting at work stations running simu-
lation software are often oblivious to details outside the realm of virtual circuit design.



A typical manual Radio Frequency experimenter’s bench.  The basic tools are a general coverage 
receiver, signal generator, oscilloscope, and home-built spectrum analyzer.  The instrumentation 
receiver hidden behind the vintage laptop allows a high-resolution look at the close-in spectrum of 
modulated signals.  The envelope modulated signal displayed on the oscilloscope has been down-
converted to baseband by the instrumentation receiver, and the spectrum of the carrier and side-
bands is displayed on a laptop running a signal analysis program using the computer sound card 
input.



The instrumentation receiver allows analysis of signals too weak or at too high a frequency to 
directly display on the screen of an oscilloscope.  A 50 MHz 100 nV sine wave is well below the 
noise floor of the oscilloscope, which typically has a trace width on the screen of about 1 mV.  This 
is a fundamental property of the wide bandwidth of oscilloscope vertical amplifiers.  The instru-
mentation receiver reduces the measurement bandwidth and noise by selecting a narrow slice of 
the RF spectrum and converting it to baseband while amplifying it just enough to overcome the 
oscilloscope noise floor.  Photo 8_4 shows a 100 nV 50.125 MHz sine wave displayed on a vin-
tage Tektronix 465B display.

The instrumentation receiver also allows analysis of very narrow bandwidth signals by down-con-
verting them to baseband where inexpensive high resolution Fourier transform based signal analy-
sis is available.  The spectrum on the next page resolves two 50 MHz signals 72 Hz apart and 
nearly 70 dB above the receiver noise floor, while also exhibiting previously mentioned artifacts 
due to electromagnetic radiating and modulated scattering from bench power supplies with 60 Hz 
and full-wave diode rectifiers.



The instrumentation receiver also permits measurements of intermodulation distortion at very nar-
row tone spacings, by connecting the baseband output to a Fourier analyzer.  Figure 8_5 shows 
the distortion spectrum of two tones 72 Hz apart from a pair of HP8640B low-phase-noise signal 
generators.  The third order products are 80 dB below either of the two tones at the receiver out-
put.  The low frequency components visible in the spectrum are 60 Hz and harmonics, and result 
from the system being operated open on the bench without adequate noise filtering on the 60 Hz 
power supply line.

The receiver and LO used for the measurements in Photos 8_5 and 8_6 has been used as a re-
ceiver for the worldwide network of ionospheric propagation beacons in the 50 MHz range, and for 
remote sensing using data bouys in marine environments.



The marine data bouy in a water-tight box shown above forms a simple wireless link to the 50 
MHz instrumentation receiver.  With narrow-band data and digital signal procession on the instru-
mentation receiver output, this system is capable of transmitting data on over-water paths over 
distances of many miles.

The most significant feature of this system is that it is build entirely of open-source components, 
with no proprietary integrated circuits, data protocals, or black-box signal-processing routines.  It 
is completely independent of any external wireless infrastructure, and every detail may be stud-
ied, understood, and modified using accessible design, fabrication and measurement tools in the 
home lab.


