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- Learning how to map observations (states) to actions 
in order to maximize a reward signal

Review of Lecture 18
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• Introduced reinforcement learning (RL)

- The agent must learn from its own experience!

• Takeaways from recent Deep RL examples

- Being combined with other forms of learning (e.g., 
unsupervised) 

- Going after skills once considered unique to humans/
animals (e.g., learning locomotion, cooperation) 

- Often exceeding human-level performance at 
complex tasks 

- Taking learning from simulation to the real world

(OpenAI et al. 2018)



Review of Lecture 18
• Markov decision processes: The foundation
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- Formalizes sequential decision making and provides  
clear theory 

- Agents and environment interact sequentially

• We can formally define the dynamics of the 
MDP as

S0, A0, R1, S1, A1, R2, S2, A2, R3, . . .

p(s′�, r |s, a) ≐ Pr{St = s′�, Rt = r |St−1 = s, At−1 = a},

for all                           and  s′�, s ∈ 𝒮, r ∈ ℛ, a ∈ 𝒜(s)

• The Markov property

- The probabilities given by     completely characterize 
the environment’s dynamics, giving rise to:

p

The probability of each possible      and       
depends only on         and         ,  and not 

St Rt
St−1 At−1

at all on earlier states and actions.

https://computersciencewiki.org/index.php/Max-pooling_/_Pooling


Today’s Lecture

•Deep Reinforcement Learning II

!4(Some material drawn from Reinforcement Learning: An Introduction (2nd Ed.), by Sutton and Barto)



Goals and Rewards
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Purpose or goal of agent is formalized in terms of reward,             . Rt ∈ ℛ

Informally, the goal is to maximize the cumulative reward. 

Examples: 
•Robot learning to walk: Reward on each time step proportional to forward motion.

•Escaping maze: -1 for every time step, +10 for escaping.

•Learning to play chess: +1 for winning, -1 for losing, and 0 for drawing and  
nonterminal positions.



The Reward Hypothesis
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Goals can be though of as the maximization of the expected value of the 
cumulative sum of the reward.

If the sequence of rewards received after time step    is , then the expected return is: t

Gt ≐ Rt+1 + Rt+2 + Rt+3 + . . . + RT, where       is a final time step. T

•Notion of final time step (terminal state) is specific to episodic tasks.

Episode 1 Episode 2

…

Episode N

•Alternately, there is the continuing task paradigm, with             . T = ∞



The concept of discounting
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How ‘farsighted’ should the agent be about rewards?

Control with a discount rate     where                 .0 ≤ γ ≤ 1γ

Maximize the sum of discounted rewards:

Gt ≐ Rt+1 + γRt+2 + γ2Rt+3 + . . . =
∞

∑
k=0

γkRt+k+1

, agent is ‘myopic’, concerned only with maximizing immediate reward.γ = 0

, agent is farsighted, taking future reward strongly into account.γ = 1



(OpenAI CartPole -v1)

The concept of discounting
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Although this is potentially an infinite series, the sum is finite if the reward is (some) 
constant since: 

Gt =
∞

∑
k=0

γk =
1

1 − γ

Example: Pole-Balancing

•Keep pole from falling over (the goal)

•Terminate at some angle or cart off track (episodic)

•No-discount approach: +1 each time step until failure

•Discount approach: 0 each time step, -1 at failure

Return is        , where     is the steps to failure.−γK K

Either approach works in this case!



Policies and value functions
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Nearly all RL algorithms involve estimating value functions. 

•How good is it for the agent to be in this state or take this action in this state?

•Functions of states (or state-action pairs)

•Define ‘good’ in terms of expected return

A policy is a mapping from states to probabilities of selecting each possible action:

RL methods specify how the agent’s policy changes as a result of experience.

Agent following policy     at time   , then             is probability            if           .π t π(a |s) At = a St = s



Value functions in detail
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Question: What is the value function for MDPs?  

•Compute as a function of state     under policy    , denoted      s π vπ(s)

•         is the expected return when started in     and following      thereafter      vπ(s) s π

vπ(s) ≐ 𝔼π [Gt |St = s] = 𝔼π [
∞

∑
k=0

γkRt+k+1 St = s], for all s ∈ 𝒮,

where           is the expected value of a r.v. given the agent follows     .𝔼π [·] π

is the state-value function for policy     .vπ π



 The action-value function
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Similarly, we can define the value of taking action      in state      under policy     .a s π

•Called the q-value, or action-value function, qπ(s, a)

•Expected return starting from    , taking the action    , and thereafter following s a π

qπ(s, a) ≐ 𝔼π [Gt |St = s, At = a] = 𝔼π [
∞

∑
k=0

γkRt+k+1 St = s, At = a] .

Why would this be a useful function to learn?



Estimating the value functions
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and       can be estimated from experience.vπ qπ

Examples:

•Agent tracks average returns following each state encountered

•Agent tracks separate averages for each action taken in each state

vπ(s)
qπ(s, a)

Implementation approaches:

1. Monte Carlo methods: Average over MANY random samples of actual returns :-(

2. Approximation methods: Parameterize and adjust to match observed returns ;-)



Recursive relationships
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For any policy     in any state    , the following holds for successor states:sπ

vπ(s) ≐ 𝔼π [Gt |St = s]
= 𝔼 [Rt+1 + γGt+1 |St = s]
= ∑

a

π(a |s)∑
s′�

∑
r

p(s′�, r |s, a)[r + γ𝔼π [Gt+1 |St+1 = s′�]]
= ∑

a

π(a |s)∑
s′ �,r

p(s′�, r |s, a)[r + γvπ(s′�)], for all s ∈ 𝒮

(an expected value; a sum over the variables         and    )a, s′� r



The Bellman equation for 
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vπ(s) ≐ ∑
a

π(a |s)∑
s′�,r

p(s′�, r |s, a)[r + γvπ(s′�)], for all s ∈ 𝒮

vπ

This expresses a relationship between the value of a state and the values of its 
successor states.

“The value of the start state must equal the 
(discounted) value of the expected next state, 
plus the reward expected along the way.”

s

π a

p r

s′�

Backup diagam for vπ
(transfers value back to a state)

The Bellman equation is the basis for a number  
of ways to compute, approximate, and learn      .vπ



Example: Gridworld 
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Actions

A B

A’

+10

+5

B’

reward dynamics

•Actions that would take off grid 
result in no action, -1 penalty

•At A and B, all 4 actions result  
in reward and take agent to A’ 
and B’, respectively

•All other actions result in  
0 reward

3.3 8.8 4.4 5.3 1.5

1.5 3.0 2.3 1.9 0.5

0.1 0.7 0.7 0.4 -0.4

-1.0 -0.4 -0.4 -0.6 -1.2

-1.9 -1.3 -1.2 -1.4 -2.0

      for random policy, vπ γ = 0.9

Why is the expected return less than 10 at A, but greater than 5 at B??



 Optimal policies
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The goal of RL is to find a policy that achieves a lot of reward over time.

For finite MDPs, we can precisely define an optimal policy:

That is, π ≥ π′� if and only if vπ(s) ≥ vπ′�(s) for all s ∈ 𝒮

Policy      is better/equal to policy       if its expected return  
is greater/equal for all states.

π π′�

There is always at least one policy that is better/equal to all other policies.

This is an optimal policy     .π*



 Optimal value functions
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The optimal policies share the same optimal state-value function,     :v*

v*(s) ≐ max
π

vπ(s)

They also share the same optimal state-action value function,     :q*

q*(s, a) ≐ max
π

qπ(s, a)

For         , this gives the expected return for taking action      in state     and 
thereafter following an optimal policy.  Writing      in terms of      :

(s, a) a s
q* v*

q*(s, a) = 𝔼 [Rt+1 + γv*(St+1) |St = s, At = a]



 The Bellman optimality equation
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Recall that      is the value function for a policy and must satisfy Bellman.v*

However, since it is the optimal value function, it can be written without  
referencing a policy, giving way to the Bellman optimality equation:

v*(s) = max
a∈A(s)

qπ*
(s, a)

= max
a

𝔼π* [Gt |St = s, At = a]
= max

a
𝔼π* [Rt+1 + γGt+1 |St = s, At = a]

= max
a

𝔼 [Rt+1 + γv*(St+1) |St = s, At = a]
= max

a ∑
s′�,r

p(s′�, r |s, a)[r + v*(s′�)]

The value of a state under optimal policy must equal 
the expected return for the best action from that state.



 The Bellman optimality equation
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The Bellman optimality equation for      is:q*

q*(s, a) = 𝔼 [Rt+1 + γ max
a′�

q*(St+1, a′�) |St = s, At = a]
= ∑

s′�,r

p(s′�, r |s, a)[r + γ max
a′�

q*(s′�, a′�)] .

s

a

r

s′�

Backup diagam for v*

max

s, a

a′�

Backup diagam for q*

r
s′�

max



Solving the Bellman optimality problem
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For finite MDPs, the Bellman optimality equation is a system of equations.

If the dynamics     of the environment are known, can solve for     with a number  
of methods for solving systems of nonlinear equations.

p v*

One can solve related equations for     .q*

Then, the actions that appear best after a one-step search will be optimal (greedy).

This greedy policy becomes the optimal policy, 
and this one-step-ahead search yields the long-term  
optimal actions.*

*Having      makes it even easier.  Just find the action that maximizes            !q* q*(s, a)



Optimality and approximation
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For interesting problems, optimal policies can only be generated with extreme  
computational cost.

Building up approximations of value functions and policies can also take a lot  
of memory.

For small problems, approximations can be put into arrays or tables.

But often far more states than we could possibly capture in a table.

Must approximate functions using some sort of parametrized representation….

Any ideas :-)??!!



Deep Reinforcement Learning
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Playing Atari with Deep Reinforcement 
Learning
Minh et al. (2015)

Q*(s, a) = 𝔼s′�∼ℰ [r + γ max
a′�

Q*(s′�, a′�) |s, a]
Train a Q-network:

Li(θi) = 𝔼s,a∼ρ(⋅) [(yi − Q(s, a; θi))2]
where

yi = 𝔼s′�∼ℰ [r + γ max
a′�

Q(s′�, a′ �; θi−1) |s, a]
i ρ(s, a)is the target for iteration    and 

is a probability distribution over    and   .      
(the behavior distribution).

s a



Further reading

• Abu-Mostafa, Y. S., Magdon-Ismail, M., Lin, H.-T. (2012) Learning from data.  AMLbook.com. 

• Goodfellow et al.  (2016) Deep Learning. https://www.deeplearningbook.org/ 

• Boyd, S., and Vandenberghe, L.  (2018)  Introduction to Applied Linear Algebra - Vectors, Matrices, and 
Least Squares. http://vmls-book.stanford.edu/ 

• VanderPlas, J.  (2016) Python Data Science Handbook.  https://jakevdp.github.io/
PythonDataScienceHandbook/ 

• Stanford CS231n Convolutional Neural Networks for Visual Recognition.  http://cs231n.github.io/ 

• Sutton, R.S., and Barto, A.G. (2018) Reinforcement learning: An introduction (2nd edition).
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