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- Character prediction (Shakespeare, algebraic 
geometry in LaTex, Linux code generation, …)

Review of Lecture 16
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• Applications for ‘plain’ recurrent neural nets

- Starts things that aren’t finished 

- Finishes things that aren’t started

- The bad: Poor with long-term dependencies

- The good: accurate sequential predictions, 
picks up on structure (including hierarchy), 
even syntax



Review of Lecture 16
• Visualization can provide insight into what 

these networks learn
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- Correlate neural activation patterns with network 
inputs to discover sensitivities 

- Evaluate top-k predictions to see how well neurons 
perform

• ‘Multimodal’ RNNs for image captioning

- Output of late layer in CNN provides first hidden 
state input to RNN

https://computersciencewiki.org/index.php/Max-pooling_/_Pooling


Review of Lecture 16

!4

• Image captioning with attention

- Most relevant locations point to relevant features

Locations
2nd word + new locations weighted features….

 weighted features + 1st word

- RNN generates each word by attending to different 
parts of image

- Attention increases our ability to interpret and explain 
results



Review of Lecture 16
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- Can also be used in visual question answering • Introduced multilayer RNNs

ht = tanh (W (ht−1
xt )) single layer

h ∈ ℝn Wl = [n × 2n]

hl
t = tanh Wl (hl

t−1

hl−1
t ) multilayer

- Inherently deep in time… 

- Benefit from depth in space?

(Graves et al., 2013)
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Challenges with exploding and vanishing gradients



Today’s Lecture

•Long Short Term Memory

!7(Many slides adapted from Stanford’s excellent CS231n course.  Thank you Fei-Fei Li, Justin Johnson, and Serena Young!)



The challenge of long-term dependencies
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Repeat application of the same parameters creates difficulties:

W multiplied     times is     .t Wt

If the eigendecomposition of      is                             , thenW W = Vdiag(λ)tV−1

and any           explodes or vanishes.  Wt = (VdiagλV−1)t = Vdiag(λ)tV−1 λi ≉ 1



The challenge of long-term dependencies
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Repeat application of the same parameters creates difficulties:

 Wt = Vdiag(λ)tV−1

The vanishing and exploding gradient problem 

The gradients throughout the computation graph also scale with              . diag(λ)t



The challenge of long-term dependencies
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Repeat application of the same parameters creates difficulties:

Vanishing gradients (happens most of the time) make it difficult to adjust the parameters.

Exploding gradients (more rarely) make learning unstable.

Also, exponentially smaller weights given to long-term interactions makes them hard to learn.



The recurrence relationship
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Repeated composition of the same function, e.g., linear-tanh(), leads to extreme nonlinear behavior.

Since                        , any component of        not aligned with largest eigenvector  
will eventually be discarded.

h(t) = (Wt)⊤h(0) h(0)

What to do? 

In practice, training success evaporates, even for relatively short sequences (10 to 20 in length).



Gated RNNs
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The most effective sequence models to date are 
gated RNNs.

Idea: Create paths through time that have 
derivatives that neither vanish nor explode.

The Long Short-Term Memory, a gated RNN.

•Can control time-scale of integration (forget gate)

•Input feature computed with regular neuron

•Accumulated into state if permitted (input gate)

•Output of cell can be shut off (output gate)
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Wl = [4n × 2n]

i
f
o
g

=
σ
σ
σ

tanh
tanh Wl (hl−1

t

hl
t )

cl
t = f ⊙ cl

t−1 + i ⊙ g

hl
t = o ⊙ tanh(cl

t)

Long Short-Term Memory
i (input gate): whether to write cell  
f (forget gate): whether to erase cell  
o (output gate): how much to ‘reveal’ cell  
g (gate gate(?)): how much to write to cell

(Hochreiter et al. 1997)
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Wl = [4n × 2n]

i
f
o
g

=
σ
σ
σ

tanh
tanh Wl (hl−1

t

hl
t )

Long Short-Term Memory

(Hochreiter et al. 1997) cl
t = f ⊙ cl

t−1 + i ⊙ g

hl
t = o ⊙ tanh(cl

t)

Backpropagation from     to       does not  
involve matrix multiply by     , just  
element-wise multiplication by     .

ct ct−1

f
W
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Long Short-Term Memory
(Hochreiter et al. 1997)

Uninterrupted gradient flow!

Similar to ResNet

In between: Highway Networks

(Srivastava et al. 2015)

g = T(x, WT)
y = g ⊙ H(x, WH) + (1 − g) ⊙ x
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LSTMs and long-term dependencies
Capture long-term dependencies more easily than ‘plain’ recurrent architectures.

Train on complex tasks (e.g., not solved by random guessing) with no short exemplars.

A synthetic task with short-term dependencies (used to compare LSTMs with other architectures)

(Hochreiter and Schmidhuber 1997) 
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LSTMs and long-term dependencies
Capture long-term dependencies more easily than ‘plain’ recurrent architectures.

Train on complex tasks (e.g., not solved by random guessing) with no short exemplars.

(Hochreiter and Schmidhuber 1997) 
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LSTM cell blocks
Blocks are memory cells sharing the same input, output, and forget gates

Parameter sharing once again!

(Hochreiter and Schmidhuber 1997) 

Note: no forget gates 
in original paper!
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Other experiments: Long sequences

(Hochreiter and Schmidhuber 1997) 

Noise-free and noisy sequences with long time lags:

a1, . . . , ap−1, ap = x, ap+1 = y

p + 1 possible input symbols, where ai is p+1-dimensional vector, 1-hot in the ith position.

To predict final element, network has to learn to store a representation  
of 1st element for p timesteps.

Train on two very similar sequences, each selected with probability 0.5: 

(y, a1, a2, . . . , ap−1, y) (x, a1, a2, . . . , ap−1, x)and
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Other experiments: Long sequences

(Hochreiter and Schmidhuber 1997) 

•Short 4-timestep delays solved by all 

•LSTM 100% successful at solving 100-timestep delays 

•Deterministic subsequence compressible by CH (chunker architecture),  
but on random subsequences CH did no better than guessing (not shown)



•Error signal generated only at the end of sequence 

•Target is 0.5 +
x1 + x2

4.0
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Other experiments: Addition

(Hochreiter and Schmidhuber 1997) 

Each element of input sequence is a pair of components:

Goal is to sum the first components,     and     , marked by second component of 1.0.x1 x2

•real value randomly chosen from 

•second value either 1.0, 0.0, or -1.0

[−1,1]

•Sequences of random length between     and 

•All are 0.0, except for the two numbers the beginning/end (marked by -1.0)

T T +
T
10

•Randomly select and mark one of the first 10 in sequence as  

•Randomly select one of first              in sequence as

x1

T/2 − 1 x2
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Other experiments: Addition

(Hochreiter and Schmidhuber 1997) 

•2560 random sequences attempted 

•Test error was <0.01 and fewer than 3 incorrectly processed sequences

•Also tried with multiplication (non-integrative processing)… 
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Yet other experiments

(Hochreiter and Schmidhuber 1997) 

Classification of sequences based on widely-separated symbols - SOLVED

Temporal ordering of widely-separated inputs - SOLVED

Classifying noisy inputs - SOLVED

LSTMs were as revolutionary for sequential processing as  
 CNNs were for spatial processing.
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Challenging sequence processing tasks
Machine translation (English to French)

Surprisingly good performance for long sentences.
(Sutskever et al. 2014)
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Challenging sequence processing tasks
Generated handwriting.  Which ones are real?

Surprisingly realistic handwriting!

(Graves 2014)
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Challenging sequence processing tasks
Even cleaning up messy handwriting…

(Graves 2014)
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Challenging sequence processing tasks
Speech generated by a bi-directional LSTM…

Sample 1 (Wu et al. 2016)

Bi-directional RNN from (Schuster and Paliwal 1997)

Sample 2 (Wu et al. 2016)

http://music-generated-by-a-neural-network
https://soundcloud.com/sigur-ur-sk-li/neuralnet-music-5?in=sigur-ur-sk-li/sets/music-generated-by-a-neural-network
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Challenging sequence processing tasks
Music generated by an LSTM…

(Skuli 2017)audio here

https://soundcloud.com/sigur-ur-sk-li/neuralnet-music-5?in=sigur-ur-sk-li/sets/music-generated-by-a-neural-network
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Other recurrent networks
Gated Recurrent Unit (GRU)

(Cho et al. 2014)

Lacks output gate, has fewer parameters, 
but is generally inferior. 

LSTM: A Search Space Odyssey 
(Greff et al. 2015)
8 LSTM variants, 5400 experiments, 
15 CPU years = no improvement over  
original work!

An Empirical Exploration of 
Recurrent Network Architectures 
(Jozefowicz et al. 2015)  
After 230,000 hyperparameter evaluations, 
found a small bias adjustment benefit.



Further reading

• Abu-Mostafa, Y. S., Magdon-Ismail, M., Lin, H.-T. (2012) Learning from data.  AMLbook.com. 

• Goodfellow et al.  (2016) Deep Learning. https://www.deeplearningbook.org/ 

• Boyd, S., and Vandenberghe, L.  (2018)  Introduction to Applied Linear Algebra - Vectors, Matrices, and 
Least Squares. http://vmls-book.stanford.edu/ 

• VanderPlas, J.  (2016) Python Data Science Handbook.  https://jakevdp.github.io/
PythonDataScienceHandbook/ 

• Stanford CS231n Convolutional Neural Networks for Visual Recognition.  http://cs231n.github.io/
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https://www.deeplearningbook.org/
http://vmls-book.stanford.edu/
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