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Review of Lecture 11
• Validation
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Eout(h) = Ein(h) + overfit penalty

validation estimates this quantity directly

- Properties of a validation dataset of size     :K

𝔼 [Eval(h)] = Eout(h) (an unbiased estimator of           )Eout(h)

var [Eval(h)] =
σ2

K
(decreases with validation set size)

pointwise variance

- With high probability,

Eout(h) = Eval(h) ± O ( 1

K ) (bounds out-of-sample error)

•     is taken out of K N

- Creates a dilemma:

small              bad estimate of Eout(h)K ⟹

large              bad            !K ⟹ Eout(h)

Usually better at estimating             than using VC bound 
with         , especially for hypothesis sets with large      . 

Eout(g)
Ein(g) dvc



Review of Lecture 11
• The validation process • How ‘validation’ sets are used

- Can be used as a ‘test’ set to provide a good 
estimate of out-of-sample performance.
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• Choosing the validation set size, K

Rule of thumb: 
 
            to          K =

N
5

N
10

- Most important use is for model selection.

- Find model with best      (lowest            ) g− Eval(g−
m)

- Model with best       generally has best     .g− g



Review of Lecture 11
• Cross validation (leave-one-out)
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- No longer unbiased estimate of             ! Eout(g−)

- Provides ‘in-sample’ errors (since affects learning)

- Can bound with smaller VC dimension though!

Hval = {g−
1 , g−

2 , . . . , g−
M}

Eout(g−
m*) ≤ Eval(g−

m*) + O ( ln M
K )

• The dilemma about K

- Ideally           if we want K = 1

- But would lose reliability of validation estimate 

- Then, the much more reliable cross validation 
estimate is:

Ecv =
1
N

N

∑
n=1

Eval(g−
n ) (unbiased estimate of                  )Ēout(N − 1)

where the final hypothesis learned on      is     .Dn g−
n

Dn = (x1, y1), . . . , (xn−1, yn−1), (xn, yn), (xn+1, yn+1), . . . (xN, yN)

-    ways to partition the data into a training set of 
size           and a validation set of size   .
N

N − 1 1

• Cross validation (V-fold)

- Partition and train on    disjoint sets (e.g.,          ) V V = 10

-            saves lots of computation but      trained 
on less data!

g−V << N



Today’s Lecture

•Convolutional Neural Networks

!5(Many slides adapted from Stanford’s excellent CS231n course.  Thank you Fei-Fei Li, Justin Johnson, and Serena Young!)



Parameter tying and parameter sharing
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L2 regularization, or weight decay, penalizes parameters from deviating from zero.

J(W(1), b(1), . . . , W(L), b(L)) =
1
N

N

∑
i=1

L( ̂y, y) +
λ

2N

L

∑
l=1

||W(l) ||2
F Increases cost with sum 

of squared weights

Alternately, we may know there should be dependencies between parameters (e.g., closeness)



Parameter tying and parameter sharing

!7

Real-World Example: Want to train an image classifier and use its parameters to influence a 2nd 
model that will generate class labels for unlabelled images and even new images:

p(c |x, W(A))

Train Model A on small  
amount of labelled data 
(used for discriminating labels)

p(x, c |W(B))

Train Model B to learn joint probability  
of an unlabelled image being of class  
(used for generating new images and labels)

(Image courtesy of: https://kharshit.github.io/blog/2018/09/28/generative-models-and-generative-adversarial-networks)

How can we relate the weights?



Parameter tying and parameter sharing
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Toy example: Two models performing same classification task (but with slightly 
different input and output distributions)

Model A with W(A)

̂y(A) = h(W(A), x)

Similar enough that               should be close to∀i, w(A)
i w(B)

i

Model B with W(B)

̂y(B) = h(W(B), x)

Can leverage this through regularization:

Ω (W(A), W(B)) = || W(A) − W(B) ||2
F (parameter tying through norm penalty)



Parameter tying and parameter sharing
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While parameter tying is one way to regularize parameters, a more popular way is 
to use constraints:

Force sets of parameters to be equal.

(parameter sharing)

Benefits: 
•Better generalization and faster training (both tying and sharing) 

•Significant reduction in memory footprint of model (unique to sharing)

By far the most popular use of parameter sharing is in convolutional neural networks



First strong results for image recognition
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ImageNet classification with deep convolutional neural networks
Alex Krizhevsky, Ilya Sutskever, and Geoffrey E. Hinton (2012) (39,000 citations)

Architecture of the AlexNet CNN

• 1000-way softmax classifier 

• Convolutional layers, max pooling, ReLU 

• SGD with weight decay (batch size=128) 

• Dropout on fully-connected layers 

• Data augmentation



History of convolutional receptive fields
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Hubel and Wiesel (1959)
Receptive fields of single neurons in the cat’s striate cortex

Receptive fields, binocular interaction and 
functional architecture in the cat’s visual cortex
Hubel and Wiesel (1962)



Receptive fields

!12https://creativecommons.org/licenses/by-sa/3.0Work by LordFarquaad

Topographical mapping of 
the visual cortex reveals:
Cells that are nearby in the visual  
cortex map to nearby regions in  
the visual field



Hierarchical organization
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Layers learn increasingly 
complex visual stimuli

Front. Comput. Neurosci., 05 August 2014 | https://doi.org/10.3389/fncom.2014.00084

Modern organization of visual processing (a ‘jungle’)

Cells were originally organized 
into 3 cells types

•Simple: orientation, position 

•Complex: orientation, 
motion, direction 

•Hypercomplex: orientation, 
motion, direction, length

https://doi.org/10.3389/fncom.2014.00084


Inspiration for convolutional neural networks 
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Neocognitron: A self-organizing neural network model for a mechanism of 
pattern recognition unaffected by shift in position 
K. Fukushima (1980)

•Character recognition, etc. 

•Hierarchical, multilayered ANN 

•Modeled after simple cells  
and complex cells: SCSCSC 

•S = learn parameters 

•C = perform “pooling”
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Gradient-based learning on CNNs

Gradient-based learning applied to document recognition 
LeCun, Bottou, Bengio, Haffner (1998)

•First use of backdrop 
with CNN 

•MNIST digits database 
developed for this study

Next big advancement was AlexNet in 2012.



!16

Today: CNNs are used everywhere

Recognition, Krizhevsky et al. (2012) Retrieval, Babenko et al. (2014)
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Today: CNNs are used everywhere

Object Detection, Ren et al. (2015) Image Segmentation, Ronnenberger et al. (2015)
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Today: CNNs are used everywhere

Face Recognition, FaceNet, Schroff et al. (2015) Video Action Recognition, Simonyan (2014)
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Today: CNNs are used everywhere

Human Pose Estimation, DeepPose, Toshev et al. (2014) Video Game Play, DQN, Minh et al. (2015)
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Today: CNNs are used everywhere

Medical Imaging Analysis, Kamnistsas et al. (2017) Astronomy, Deep Galaxy V2, Khalifa et al. (2018)
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Today: CNNs are used everywhere

Whale Identification, Polzounov et al. (2016) Image Art, Deep Generative Image Models, Denton et al. (2015)
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Today: CNNs are used everywhere

DenseCap, Johnson and Karpathy (2016)
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Fully connected layers  

Working with RGB 2-D images, stretch everything out into a vector

32 x 32 x 3 image stretch to 3072 x 1

1
3072

input
Wx

activation
1

10

1 number: result of taking dot  
product between 1 row of matrix  
and the input (3072-dimensional dot product)
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Convolutional layer  
Filter always extends the full depth of the input volume!

32x32x3 image

5x5x3 filter 

3

32

Convolve the filter with the image (i.e., ‘slide’ 
over the image spatially, computing dot products)

32
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Convolutional layer  

32x32x3 image

5x5x3 filter 

3

32

32

w

1 number: result of taking dot  
product between the filter and a small 5x5x3 region  
of the image (i.e., 5*5*3 = 75-dimensional dot product + bias)

wTx + b



!26

Convolutional layer  

32x32x3 image

5x5x3 filter 

3

32

32

convolve (slide) over all 
spatial locations

activation map

28

28

1
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Convolutional layer  

32x32x3 image

5x5x3 filter 

3

32

32

convolve (slide) over all 
spatial locations

activation maps

28

28

1 1

Adding a second, green filter…
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Convolutional layer  

32x32x3 image

3

32

32

Convolutional layer

activation maps

28

28

6

Any number of filters, each sensitive to a different inputs pattern…
For example, 6 5x5x3 filters results in 6 separate activation maps.

Stack these up to get a ‘new image’ of size 28x28x6!
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Convolutional layer  

3

32

32

Conv,  
ReLU

28

28

A ConvNet is a sequence of convolutional layers, with intervening activation functions.

6

(e.g. 6  
5x5x3 
filters)

Conv,  
ReLU

(e.g. 10  
5x5x6 
filters)

10

24

24

Conv,  
ReLU

….



Learning a hierarchy of image features

!30Backprop gives us something compatible with the neuroscience!



What filters learn from images
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one filter = one activation map (if convolved over image)

32 5x5 filters

Convolutional layers are convolutional 
because we are convolving a filter (kernel)  
over an input (the ‘image’).

Most libraries don’t flip the kernel, so it’s really  
the cross-correlation that we’re computing.

S(i, j) = (K * I)(i, j) = ∑
m

∑
n

I(i + m, j + n)K(m, n)

element-wise multiplication and  
sum of the kernel and the image



Using a ConvNet for classification

!32Credit: Stanford CS231n
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A closer look at spatial dimensions 

32x32x3 image

5x5x3 filter 

3

32

32

convolve (slide) over all 
spatial locations

activation map

28

28

1
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Compute dot product for activation map, then slide.
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Compute dot product for activation map, then slide.
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Compute dot product for activation map, then slide.
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Compute dot product for activation map, then slide.
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Compute dot product for activation map, then slide.

5x5 output



!39

A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Applied with stride 2.



!40

A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Applied with stride 2.
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

3x3 output

Applied with stride 2.
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Applied with stride 3?
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A closer look at spatial dimensions 

7

7

7x7 input (spatially)

3x3 filter

Applied with stride 3?

Doesn’t work!  Cannot apply 3x3 filter on 7x7 input  
with stride of 3.
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What filter sizes are compatible with the input? 

N

N

Output size:
F

F

(N	-	F)	/	stride	+	1

For example: For N=7,	F=3

Stride 1 (7	-	3)	/	1	+	1	=	5

Stride 2 (7	-	3)	/	2	+	1	=	3

Stride 3 (7	-	3)	/	3	+	1	=	2.33	:-(



!45

Zero padding the border 

0

0

0

0

0

0

0

0 0 0 0 0 0 00

Common in practice to zero pad the border (boundary condition).

For example, input is 7x7, filter is 3x3, applied with stride 1.

If we pad the border with 1 pixel, what is the output dim?

Is this still correct? (N	-	F)	/	stride	+	1

Need to adjust! 7x7 output!

0

0

0

0

0

0

0

0

0 0 0 0 0 0 00 0
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Zero padding the border 
Common in practice to zero pad the border (boundary condition).

For example, input is 7x7, filter is 3x3, applied with stride 1.

If we pad the border with 1 pixel, what is the output dim?

7x7 output!

Common to see Conv layers with stride of 1, filters of size FxF, 
and zero-padding of (F	-	1)	/	2.

Will preserve size spatially:
F = 3             zero pad with 1.
F = 5             zero pad with 2.
F = 7             zero pad with 3.

0

0

0

0

0

0

0

0 0 0 0 0 0 00

0

0

0

0

0

0

0

0

0 0 0 0 0 0 00 0
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Convolutional layer  

3

32

32

Conv,  
ReLU

28

28

Without preserving the output dimensionality, a 32x32 input convolved repeatedly with  
5x5 filters shrinks very rapidly spatially: 32x32 to 28x28 to 24x24, etc.  Not a good thing!

6

(e.g. 6  
5x5x3 
filters)

Conv,  
ReLU

(e.g. 10  
5x5x6 
filters)

10

24

24

Conv,  
ReLU

….
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Examples  

3

32

32

If the input volume is 32x32x3, what is the output volume size if:

10 5x5 filters with stride of 1, pad 2?

?

?

?

Output volume size:

(32	+	2*2	-	5)	/	1	+	1	=	32 spatially.

10 filters, so it’s 32x32x10.
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Examples  

3

32

32

If the input volume is 32x32x3, what is the number of parameters in this layer?

10 5x5 filters with stride of 1, pad 2?

?

?

?

76*10 = 760!

(much fewer than a FC layer with this input size)

Number of parameters:

Each filter has 5*5*3	+	1	=	76 parameters
(+1 for the bias)
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Summary of convolutional layers  
•Accepts a volume of size W1	x	H1	x	D1

•Requires 4 hyperparameters:

- Number of filters K,
- Their spatial extent	F,
- The stride, S,
- And the amount of zero-padding P.

•Produces a volume of size W2	x	H2	x	D2 where
- W2	=	(W1	-	F	+	2P)	/	S	+	1

- H2	=	(H1	-	F	+	2P)	/	S	+	1

- D2	=	K
•With parameter sharing, introduces F*F*D1 weights per filters, 

for a total of (F*F*D1)*K weights and K biases.
•In the output volume, the d-th depth slice (of size W2	x	H2) is the result of performing a 

convolution of the d-th filter over the input volume, with a stride of S, and offset by the d-th bias.



Further reading

• Abu-Mostafa, Y. S., Magdon-Ismail, M., Lin, H.-T. (2012) Learning from data.  AMLbook.com. 

• Goodfellow et al.  (2016) Deep Learning. https://www.deeplearningbook.org/ 

• Boyd, S., and Vandenberghe, L.  (2018)  Introduction to Applied Linear Algebra - Vectors, Matrices, and 
Least Squares. http://vmls-book.stanford.edu/ 

• VanderPlas, J.  (2016) Python Data Science Handbook.  https://jakevdp.github.io/
PythonDataScienceHandbook/
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http://AMLbook.com
https://www.deeplearningbook.org/
http://vmls-book.stanford.edu/
https://jakevdp.github.io/PythonDataScienceHandbook/
https://jakevdp.github.io/PythonDataScienceHandbook/

