SupportingTime-Sensitre Applicationson General-Purpos@perating
Systems

Ashvin Goel,LucaAbeni, Jim Snawv, CharlesKrasic,JonatharWalpole
Departmenbf ComputerScienceandEngineering
Oregon Graduatdnstitute,Portland

ashvin,luca,jsn

Abstract

General-purposeperatingsystemsare increasinglybe-
ing usedfor servingtime-sensitie applications. Sup-

ow,k ra sic ,wal pole @cseo gi .e du

resourcesnustbe allocatedto the applicationat the ap-
propriatetimes,henceresourceallocationmustbe accu-
rate.

As we will shaw in Section2, thereare someimpor

portingtheseapplicationsrequireslow-lateny response tgnt requirementdor achieving a correctresourceallo-

from the kernel and from other system-lgel services.
This paper explores various operating systemstech-
niquesneededo supporttime-sensitie applicationsand

cation; eachof theserequirementfiave beenaddressed
in the pastwith speci ¢ mechanismshut unfortunately
general-purposeperatingsystemssuchasLinux, often

Linux system.We shawv thata high-precisiortiming fa-
cility togetherwith a well-designedoreemptiblekernel
canbe the basisfor a low-lateny responsesystemand
sucha systemcanhave low overhead.We evaluatethe
behaior of realistictime-sensitie user andkernel-level
applicationnoursystemandshaw that,in practicejt is
possibleto properly supporttime-sensiirte applications
in a general-purposeperatingsystemwithout compro-
mising the performanceof throughput-oriente@pplica-
tions.

1 Intr oduction

Multimedia applicationsandsoft real-timeapplications
in general,are driven by real-world demandsand are
characterizedy timing constraintghatmustbesatis ed
for correctoperationfor thisreasonwe call theseappli-
cationstime-sensitive Time-sensitie applicationsmay
require,for example,periodic executionwith low jitter,
or responsen a shortperiod of time to external events
suchasthearrival of network paclets.

To support time-sensitte applications, a general-
purposeoperatingsystemmustrespecthe applications
timing constraints.For theseconstraintgo be satis ed,

Thiswork waspartially supportecdby DARPA/IT O undertheIn-
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andPCESprogramsandby Intel.

This paperfocuseson three speci ¢ techniqueghat
can be integrated to satisfy the constraintsof time-
sensitve applications. First, we presentrm timers, an
ef cient high-resolutiortimer mechanism.

Firm timersincorporatedhebene tsof periodictimers,
one-shottimers available on modernhardware [8] and
softtimers[5] andprovide accurataiming with low over-
head. Second,we usea preemptiblekernel designfor
a responsie kernel. Finally, we useboth priority and
resenation-basedCPU schedulingnechanismgor sup-
porting varioustypesof time-sensitie applications.We
have integratedthesetechniquesn our extendedversion
of the Linux kernel,which we call Time-Sensitiv&inux
(TSL).

Currently general-purposeystemsprovide coarse-
grainedresourceallocationwith the goal of maximiz-
ing systemthroughput. Sucha policy con icts with the
needsof time-sensitie applicationsvhich requiremore
preciseallocation. Thus, recently several approaches
have beenproposedo improve the timing responseof
ageneral-purpossystemsuchasLinux [17, 24]. These
approachemcludeimprovedkernelpreemptibilityanda
moregenericschedulingramewvork. Sincetheir focusis
hardreal-time,they do not evaluatethe performanceof
non-realtime applications.

In contrastT SL focusenintegratinganef cient sup-
port for time-sensitie applicationsn a general-purpose



OSwithout degradingthe performancef traditionalap-
plications. One of the main contritution of this pa-
peris to shav throughexperimentalevaluationthat us-
ing the above techniquest is possibleto provide good
performanceo time-sensitie applicationsaswell asto
throughput-orientkapplications.

Therestof thepaperis organizedasfollows. Section2
investigateghe factorsthat contritute to poor temporal
responsén general-purpossystemsSection3 describes
thetechniqueshatwe have usedto implementour time-
sensitve Linux system. Section4 evaluatesthe beha-
ior of seseral timing-sensitie applicationsand presents
overhead®f ourtime-sensitie Linux system.Finally, in
Section5 we stateour conclusions.

1.1 RelatedWork

Theschedulingproblemhasbeenextensvely studiedby
thereal-timecommunity[11, 14, 20]. However, mostof
theschedulinganalysiss basednanabstractathemat-
ical modelthatignorespracticalsystemsssuessuchas
kernelnon-preemptibilityandinterruptprocessingver
head.Recentlymary differentreal-timealgorithmshave
beenimplementedin Linux and in other generalpur
posekernels. For example,Linux/RK [17] implements
ResourceReserations in the Linux kernel, and RED
Linux [24] providesa genericschedulingramework for
implementingdifferentreal-timeschedulingalgorithms.
Thesekernelstackle the practical systemsissuesmen-
tioned above with techniquessimilar to the techniques
presentedn this paper For example,RED Linux inserts
preemptionpointsin the kernel,and TimesysLinux/RT
(basedbn RK technologyluseskernelpreemptibilityfor
reducingkernel lateny. Kernel preemptibility is also
usedby MontaMstaLinux [1]. However, while theseker
nelswork well for time-sensitre applicationstheir per
formanceoverheadon throughput-orientd applications
is notclear

A different approachfor providing real-time perfor
manceis usedby other systems,suchas RTLinux [6],
RTAI [13], and KURT][21], which decreaseahe unpre-
dictability of the systemby running Linux as a back-
groundprocessover a smallreal-timeexecutive. In this
casereal-timetasksarenot Linux processeshut runon
thelower-level real-timeexecutve, andtheLinux kernel
runsasa nonreal-timetask. This solutionprovidesgood
real-timeperformanceput doesnot provide it to Linux
applications. Linux processesre still non real-time,
andcannotsupporttime-sensitie applications Also, na-

tivereal-timethreadsusea completelydifferent,andless
evolved,ABI comparedo theLinux one,anddonothave
accesso Linux device drivers.

An accuratdiming mechanisms crucialfor support-
ing time-sensitie applications. Thus mostof the exist-
ing real-time kernelsor real-time extensionsto Linux
provide high resolutiontimers. The high resolution
timers conceptwas proposedoy RT-Mach [19] andhas
subsequenthbeenusedby sereral other systemssuch
as Rialto [9]. In a general-purposeperatingsystem,
the overheadof suchtimerscan affect the performance
of throughput-oriertd applications. This overheadis
causedby the increasechumberof interruptsgenerated
by the timing mechanismand can be mitigatedby the
soft-timermechanisni5]. Thus,our rm-timer imple-
mentationusessofttimers.

Finally, the Nemesisoperatingsystem[10] is de-
signedfor multimediaand othertime-sensitie applica-
tions. However, its structureand API is very different
from the standardprogrammingervironment provided
by general-purpos@perating systemssuch as Linux.
Ourgoalis to minimizechangego the programmingen-
vironmentto encouragedhe useof time-sensitrte appli-
cationsin ageneral-purposervironment.

2 Time-Sensitve Requirements

As said,to respectpplications'temporalconstraintse-
sourcesnustbeallocatedattheappropriateimes,where
theappropriategimesaredeterminedy eventsof interest
to theapplication suchasreadines®f avideoframefor
display Hence we canview thetimeline of theapplica-
tion asa sequenc®f sucheventsandthe corresponding
applications activations For example,Figure 1l shavs
aneventandthe correspondin@ctivation. As the gure
shaws, thereis a lateny betweenthe eventandthe ac-
tivation. This lateny hasthreecomponentgalledtimer
resolutionlatency non-peemptiblesectionlatencyand
schedulinglatencyasshawn in the gure, which depicts
the execution sequencean a systemafter a wall-clock
time event. A time-sensitie systemneedslow total la-
tengy.

Therearethreerequirementsor providing allocations
with low lateng: 1) anaccuratdiming mechanism2) a
responsie kerneland3) anappropriateCPU scheduling
algorithm.Theserequirementgaredescribedelow.

Timing Mechanism: An accurateiming mechanisnis
crucial for reducinglateny as timer resolutionis
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the most commonsourceof lateny in an operat-
ing systemsuchasLinux [4]. Sucha mechanism
canbe implementedef ciently by usingtwo tech-
niques,one-shotimersavailable on mostcommon
modernhardware and soft timers[5]. Thesetech-
niques are complementaryand can be combined
together One-shottimers can provide high accu-
ragy, but, unlike periodictimers,they requirerepro-
grammingat eachactivation. On anx86 machine,
one-shotimerscanbe generatedisingthe on-chip
CPU AdvancedProgrammablénterruptController
(APIC). Thistimer hasvery highresolutionandcan
bereprogrammedh afew CPUcycles?

Soft timerscheckandrun expired timers at strate-
gic pointsin thekernelthusreducingthe numberof
hardware generatedimer interruptsand the num-
ber of userkernel context switches. We call the
combinationof thesetwo mechanismsym timers.
In Section4.3, we shav that the overheadof rm
timersis not signi cant.

Responsve Kernel: An accuratetiming mechanismis
not sufcient for reducinglateny. For example,
evenif atimer interruptis generatedy the hard-
ware at the correcttime, the activation could oc-
cur much later becausehe kernelis unableto in-
terruptits currentactiity. This problemoccursbe-
causeeitherthe interrupt might be disabledor the
kernelis in anon-preemptiblesection.In traditional
kernels,a threadenteringthe kernel becomeshon-
preemptibleand musteitheryield the CPU or exit
the kernel beforean actiation canoccur The so-

for providing preciseallocationshas been exten-

sively studiedin theliteraturebut mostof thework

relies on somestrict assumptionsuchasfull pre-

emptibility of tasks. A responsie kernelwith an

accuratdiming mechanisnenablesmplementation
of suchCPUschedulingstratgiesbecausé& malkes
theassumptionsnorerealisticandimprovestheac-

curay of schedulinganalysis. In this paper we

usetwo different real-time schedulingalgorithms:
a proportion-periodschedulerand a priority-based
scheduler

The proportion-periodschedulerprovides tempo-
ral protectionto tasks. With proportion-periodwe
model applicationbehaior by identifying a char
acteristicdelaythatthe applicationcantolerateand
allocatinga x ed proportionof the CPU within a
periodequalto thedelayto eachtaskin theapplica-
tion. Alternatively, we assignprioritiesto all tasks
in someapplication-speci corderfor usewith the
priority scheduler

While eachof theserequirementdiave beenaddressed
in the past,they have generallybeenappliedto speci c
problemsin limited ervironments.Whenappliedin iso-
lation in the context of a general-purpossystem,they
fail to provide goodtime-sensitie performanceFor ex-
ample, a high resolutiontimer mechanismis not use-
ful to userlevel applicationswithoutaresponsie kernel.
Thisprobablyexplainswhy softtimers[5] did notexport
their functionality to the userlevel throughthe standard
POSIXAPI. Corversely aresponsie kernelwithoutac-
curatetiming hasonly a few applications.For example,
the low lateng Linux kernel[16] provideslow latengy
only whenan externalinterruptsourcesuchasan audio
cardis used.

Similarly, a schedulerthat provides good theoretical
guaranteess not effective whenthekernelis notrespon-
sive or its timersarenot accurate Conversely arespon-
sive kernel with an accuratetiming mechanismis un-
ableto handlealarge classof time-sensitie applications
without an effective scheduler Unfortunately theseso-
lutions have generallynot beenintegrated:on onehand,

lution is to reducethe sizeof suchnon-preemptible real-timeresearcthasdevelopedgoodschedulerandan-

sectionsasdescribedn Section3.2.

CPU Scheduling Algorithm : The schedulingoroblem

!In contrast reprogramminghe standardprogrammabléntenal
timer (PIT) on an x86 is very expensve becauset requiresseveral
slow out instructionsonthelSA bus.

alyzedthemfrom a mathematicapoint of view, andon
the otherhand,therearereal systemshat provide are-
sponsie kernelbut provide simplisticschedulershatare
only designedo befastandef cient [1]. Real-timeoper
ating systemsntegratethesesolutionsfor time-sensitie
tasksbhut tendto ignoretheperformanceverheadf their



solutionson throughput-orientea@pplicationg17]. Our
goalis to supportbothtypesof applicationswell.

It is worth notingthatlateny dueto systemservices,
suchasthe X11 sener for graphicaldisplay [3] on a
Linux systemhasthesamecomponentsskernellateng
describedabove. In fact, the simple schedulingmodel
presentedbose assumeshattasksareindependentin
arealapplicationtaskscanbeinterdependenwhich can
causepriority inversionproblems.For example,in Sec-
tion 4.2.1we shav thata multimediaplayerthatuseshe
X11 sener for displaycanperformsub-optimallydueto
priority inversion,evenif the kernelallocatesresources
correctly The X11 sener operaten client requestsn
an event-driven mannerandthe handlingof eachevent
is non-preemptibleand generallyin FIFO order As a
result, time-sensitre clients expectingservicefrom the
sener obsere latenciesthat dependon the time to ser
vice previous client requests:the performanceof time-
sensitve applicationsdepend®n not just kernelsupport
for suchapplicationsbut alsothe designof othersystem
services. Thusin Section3.3 we enhancehe priority
schedulewith techniqueshatsolwe priority inversion.

In thenext sectionwe presenthecomponentsf TSL,
providing accuratdimers,aresponsie kernel,andtime-
sensitve schedulingalgorithmsto supportthe require-
mentshighlightedabove.

3 Implementing Time-Sensitve Sys-

tems

We proposethree techniques,rm timers, kernel pre-
emptibility and proportion-periodCPU schedulingthat
aimto reducethetotal lateng. We have integratedthese
techniquesn the2.4.16Linux kernelto implementTSL.

3.1 Firm Timers

Firm timersprovide anaccuratdiming mechanisnwith
low overheadby combiningthreeapproachefor imple-
mentingtimers: one-shotimers,periodictimersandsoft
timers.One-shotimersprovide high accurag while pe-
riodic timersandsoft timersprovide low overheadtim-
ing.

Periodic timers are normally implementedwith pe-
riodic tick interrupts. For example,on x86 machines,
this interruptis generatedy the Programmablénteral
Timer (PIT), andon Linux, the periodof the interruptis
10ms. As aresult,themaximumtimerresolutionateng

is 10 ms. This lateny canbe reducedby reducingthe
tick period but this solution increasesystemoverhead
becausemore tick interruptsare generated. To reduce
the overheadf timers,we have to move from a periodic
timer interruptmodelto aone-shotimerinterruptmodel
whereinterruptsare generatenly whenneeded.The
following exampleexplainsthe bene ts of one-shotin-

terrupts. Considertwo taskswith periods5 and7 ms.

With periodicinterrupts thetick periodmustbe 1 msto

eliminatetimer resolutionlateny. Hencein 35ms, there
would be 35 interruptsgenerated.With one-shotinter

rupts,interruptswill be generatedt5 ms,7 ms,10ms,

etc.,andthe total numberof interruptsis 11. One-shot
timershave to bereprogrammedor the next timer event
at eachactivation (unlike periodictimers)but avoid the

ood of unwantedinterruptsthatarenecessaryo main-

taingoodaccurag with aperiodictimerandanaperiodic
intenal.

One-shotimersimprove timeraccurag but have their
own sourcef overhead.Theseoverheadoccurdueto
threereasons:1) reprogrammingat eachactiation, 2)
maintenancef timer datastructures,and 3) increased
interruptswith ne-grainedtiming. The datastructures
for one-shottimers are less ef cient than for periodic
timers.For instanceperiodictimerscanbeimplemented
using calendarqueueq7] which operatein time,
while one-shottimers require priority heapswhich re-
quire time, where is the numberof actve
timers. This differenceexists becauseperiodic timers
have a naturalbucket width (in time) thatis thetick pe-
riod of the timer interrupt. Calendarqueuesneedthis
bucket width andderive their ef ciency by providing no
orderingto timerswithin abucket. One-shotne-grained
timershave no correspondindpucket width. Firm timers
areimplementedusingone-shotiimers. Below, we de-
scribethe methodsusedby rm timersto reduceeach
sourceof overhead.

Timer reprogramming: Fortunately timer reprogram-
ming is inexpensive on modern hardware. For
example,our rm-timers implementationusesthe
APIC one-shottimer presentin modernx86 ma-
chines. The APIC is setby writing a valueinto a
registerwhich is decremente@t eachmemorybus
cycleuntil it reachegeroandgenerateaninterrupt.
Given a 100 mhz memory bus, a one-shottimer
hasatheoreticalaccurag of 10 nanosecond&This

2In practice the interrupthandleris muchslower than10 nsand
is thelimiting factorfor timer accurag.



timer resideson-chipan canbe reprogrammedh a
few cycleswithout noticeablgperformanceenalty

Data structures: Firm timers maintain a timer queue
for eachprocessor Whenthe APIC timer expires,
theinterrupthandlercheckghetimer queueandex-
ecutesthe callback function associatedvith each
expired timer in the queue. Expiredtimersarere-
moved while periodictimersare re-enqueuedfter
their expiration eld is incrementedy thevaluein
their period eld. The APIC timer is thenrepro-
grammedo generatean interruptat the next timer
event.

The rm timerexpirationtimesarespeci edasCPU

clock cycle values. We usetwo performanceopti-

mizationsin the rm timersimplementation.First,

the expirationtime is speci ed asa 32 bit quantity
althoughthe currenttime in CPU cyclesis stored
in a 64 bit registerin anx86 processor The 32 bit

expiration value avoids expensve 64 bit time con-

versiondrom CPUcyclesto memorycyclesneeded
for programminghe APIC timer. This choiceof a

(signed)32 bit valuelimits theuseof rm timersto

a maximumone secondtimeouton a moderntwo

Ghz processomueto time roll over. Fortunately
one-shottimers are not neededfor long timeouts.
Instead,and second, rm timers combineperiodic
timerstogethemwith one-shotimersfor long time-

outs. A rm timer for a long timeoutusesa peri-

odic timer to wake up at the last period beforethe

timer expiration and then setsthe one-shotAPIC

timer. Henceour rm timersapproactonly hasac-

tive one-shottimerswithin onetick period. Since
thenumberof suchtimers, , is decreasedhedata
structureémplementationis moreef cient.

Increasednterrupts: Theincreasedimer accurag of
one-shotimerscomesatthe costof increaseaver
headbecauseavery timer interruptleadsto a user
kernelcontect switchthatcanstallthe CPUpipeline
andcanresultin cachepollution. To solve thisprob-
lem, rm timersusesofttimers[5]. TheAPIC timer
canbesetto alwaysovershootby a x edamountof
time calledtimerlatency Softtimersaddcheckgor
expiredtimersat stratgic pointsin the kernelsuch
assystemcall, interrupt,andexceptionreturnpaths.
In somecasesan interrupt, systemcall, or excep-
tion mayhapperafteratimerhasexpiredbut before
the APIC timer generateaninterrupt. At this point,

the timer expirationis handledandthe APIC timer
is reprogrammedor the next timer event. This ap-
proachavoids the extra userkernel contet switch
overheadof the timer interruptat the costof some
timer accurag.

Softtimer checksarenormally placedat kernelexit

points,which endcritical sectionsn thekerneland
wheretheschedulefunctioncanbeinvoked. A pre-
emptiblekerneldesign,asdescribedn Section3.2,
reduceghegranularityof critical sectionsn theker

nelandthusallows morefrequentsoft timer checks
andhencecanprovide bettertiming accurag.

Thetimerovershoobr lateny valueallows making
atradeof betweeraccurag andoverhead A small
value of timer lateng provides high timer resolu-
tion while a large value decreaseshe timer over
head. This lateng value can be changeddynami-
cally. With azerovalue,we obtainhardtimersand
with a large value,we obtainsoft timers. A choice
in betweerleadsto ahybridapproactihatis usedby
our rm timers. This choicedepend®n thetiming
accurag neededy theapplication.Our currentim-
plementatiorusesa singlegloballatengy value but
it is easyto extendthis implementatiorsothateach
timer canspecifyits desiredateng.

We wantto provide the bene ts of the accuratetiming
mechanisnto standardiserlevel applicationsTheseap-
plicationsusethe standardPOSIX interface calls such
as nanosleep() , pause() , setitimer() , Se-
lect() andpoll) . We have modi ed the imple-
mentatiorof thesesystentallsto use rm timerswithout
changingtheir interface. As a result,unmodi ed appli-
cationsautomaticallygetincreasedimeraccurag in our
system.

3.2 Kernel Responsveness

A kernelis responsie whenits non-preemptiblsections,
which keepthe schedulefrom beinginvoked to sched-
ule a task, aresmall. For example,if the timer inter
ruptin Figurel is disabledthe taskcanonly enterthe
readyqueuewhenthe interruptis re-enabled.In addi-
tion, thetaskuponenteringthereadyqueuemaystill not
bescheduledf anothertaskis runningin the kernelin a
non-preemptiblesection.

Thelengthof non-preemptiblsectionsn akernelde-
pendsonthestratgy thatthekernelusego guarante¢he



consisteng of its internal structuresand on the internal
organizationof the kernel. Traditionalgeneralpurpose
kernelsallow at mostoneexecution o w in thekernelat
ary giventime by disablingpreemptionvhenan execu-
tion o w enterghekernel,i.e.,whenaninterrupt res or
whenasystencall is invoked. Thusthenon-preemptible
sectionlateny is equalto the maximumlengthof a sys-
temcall plusthe processingime of all theinterruptsthat
re beforereturningto usermode. Unfortunately this
valuecanbeaslargeas100ms[4].

Oneapproachhatreducesion-preemptiblsectionla-
teng is explicit insertionof preemptiorpointsat strate-
gic pointsinsidethe kernel so that a threadin the ker
nel explicitly yields the CPU to someother threadaf-
ter it hasexecutedfor sometime. In this way, the size
of non-preemptiblesectionsis reduced. The choice of
preemptiorpointsdepend®on systemcall pathsandhas
to be manually placedafter careful auditing of system
code. This approachs usedby somereal-timeversions
of Linux, suchasRED Linux [17] andby Andrev Mor-
ton's low-lateny project[16]. Non-preemptiblesection
lateny in sucha kerneldecrease® the maximumtime
betweertwo preemptiorpoints.

Anotherapproachusedin mostreal-timesystemsre-
movestheconstrainof asingleexecution o w insidethe
kernel. Thusit is not necessaryo disablepreemption
when an execution ow entersthe kernel. To support
thislevel of kernelpreemptibility kerneldatamustbeex-
plicitly protectedusingmutexesor spinlocks.TheLinux
preemptiblekernel project[12] usesthis approachand
disablekernelpreemptioronly whena spinlockis held.
In a preemptiblekernel,the non-preemptiblesectionla-
teng is determinedyy the maximumamountof time for
which a spinlockis heldinsidethekernel.

Our previous evaluation [4] shavs that these ap-
proachesvork fairly well andshouldbeincorporatedn
the designof ary time-sensitre kernel. Our experiments
with realapplicationsn Section4.2 shav thatarespon-
sive kernelcomplementsn accurateiming mechanism
to helpimprove time-sensitie applicationperformance.

3.3 CPU Scheduling

The CPU schedulingalgorithmshouldensurethattime-
sensitve tasksobtaintheir correctallocationwith low la-
teng/. We usethe proportion-periocandpriority models
asdescribedSection2 to scheduletime-sensitie appli-
cations.The proportion-periodnodelprovidestemporal
protectionto applicationsandallows balancingheneeds
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of time-sensitie applicationswith non-reatime applica-
tions but requiresspeci cation of proportionand period
schedulingparametersf eachtask. The priority model
hasasimplerprogrammingnterfacebut assumethatthe
timing need<f tasksarewell-behaed.

3.3.1 Proportion-Period CPU Scheduling

Forasingleindependentask,thesimplestschedulingso-
lution is to assignthe highestpriority to the task. How-

ever, with this solution,a misbehaing taskthatdoesnot
yield the CPU can stare all othertasksin the system.
A time-sensitie generalpurposesystemshouldprovide

tempoal protectionto taskssothatmisbehaedtasksthat
consume‘too much” executiontime do not affect the
scheduleof othertasks. The temporalprotectionprop-
ertyis similarto memoryprotectionn standaraperating
systemghat providesmemoryisolationto eachapplica-
tion.

Our proportion-periocallocationmodelautomatically
provides temporalprotectionbecausesachtaskis allo-
cateda x ed proportionevery period. The periodof a
taskis relatedto someapplication-lgel delay require-
mentof the application,suchasthe periodof a periodic
task,or it canbe derived from thejitter requirement®f
a time-sensitie task. The proportionis the amountof
CPUallocationrequiredevery periodfor correcttaskex-
ecution. The proportion-periodnodelcanbe effectively
implementedusing well known resultsfrom real-time
schedulingesearch[1p In this implementationglassi-
calreal-timeschedulingechniquefEDF or RM priority
assignmentareusedanda taskis allowedto executeas
areal-timetaskfor atime equalto the productof its
proportion andits period andthenblockingthetask
(or schedulingt asanonreal-timetask)until its next pe-
riod. In thisway, ataskis reshapedothatit behaeslike
aperiodicreal-timetaskwith parameters andcan
beproperlyscheduledy a classicakeal-timescheduler
A similartechniquds usedn networksby trafc shapers
suchasleaky bucketsor tokenbuckets.

We haveimplemented proportion-periodCPUsched-
uler in Linux to provide temporalprotectionto tasks.
This schedulerusesan EDF schedulingmechanismto
obtainfull processoutilization. In addition, whentwo
taskshave the samedeadline,the one with the small-
estremainingcapacityis scheduledo reducegheaverage
nishing time.



3.3.2 Priority CPU Scheduling

In the priority model,real-timeprioritiesareassignedo
time-sensitie taskshasednapplicatiomeedg11]. One
key problemwith the priority modelis priority inversion
which occurswhenan applicationis composedf mul-
tiple tasksthat are interdependent.The classicpriority
inversionproblemoccurswith threetasks.For example,
considemsimpleexampleof avideoapplicationconsist-
ing of aclientandan X11 sener. Let usassumehatthe
client hasbeenassignedhe highestpriority becauset
is time-sensitie. It displaysgraphicsby requestingser
vicesfrom the X11 sener. Whenit needsto displaya
video frame, it sendsthe frame to the sener and then
blocks waiting for the displayto complete. If the X11
sener hasa priority lower thanthe client's priority, then
it canbe preemptedby anothettaskwith amediumprior-
ity. Hencethemediumpriority taskis delayingthesener
andthusdelayingthe high-priority client task.

We usea variantof the priority ceiling protocol[20]
calledthehighestiocking priority (HLP) protocolto cope
with priority inversion. The HLP protocolworks asfol-
lows: whena taskacquiresa resourcejt automatically
getsthe highestpriority of ary taskthatcanacquirethis
resourceln theexampleabore, thedisplayis the shared
resourceandthusthe X11 sener getsthehighestpriority
amongall time-sensitie clientsaccessingt. Hence the
X11 sener getsthe priority of the client taskandis not
preemptedy the mediumpriority task.

The HLP protocol is very generaland works with
acrossmultiple seners. Interestingly this protocolhan-
dlesthe FIFO orderingproblemin sener gueuesmen-
tionedin Section3. Sincesenershave the highestprior-
ity amongall their potentialclients,they areableto sene
eachrequestimmediatelyafterit is enqueuedand thus
the queuesize is never more than one andthe queuing
stratgyy is not relevant. After servicingthe requestthe
next highest-priorityclient is schedulecandthe lateng
causedy theseneris minimized.

4 Evaluation

This sectiondescribesheresultsof experimentsve per
formedto evaluatethe behaior of time-sensitie appli-
cationsrunningon this systemandthe overheadf this
system.Our experimentsocuson evaluatingthe beha-
ior of realistictime-sensitie applicationsrunningon a
loadedgeneral-purposervironment,andwererun on a

1.5GhzPentium-4intel processowith 512MB of mem-
ory.

4.1 MicroBenchmarks

Before evaluating the impact of the lateny reduction
techniqueausedin TSL on a real application,we per
formed somemicro-benchmarks$or evaluatingthe ker
nellateny asde nedin Section2.

As previously shavn, the kernellateny is composed
by the timer resolutionlateng, the non-preemptiblda-
teng/, andthe schedulindateny. We evaluatedthe rst
two componentsn isolationby runningatime-sensitie
processhat requiresto sleepfor a speci ed amountof
time (usingthe nanosleep()  systemcall) and mea-
suresthe time that it actually sleeps. In a rst setof
experiments,we evaluatedthe timer resolutionlateng,
shawving thatit is in standard.inux, andthat rm
timerscanreduceit to few microseconds.

After that, we evaluatedthe non-preemptibldateng
whenanumberof differentsystemoadsareranin back-
ground. The rst interestingresultwasthat on standard
Linux theworstcasenon-preemptibléateng (occurring
when the kernel is copying large amountsof databe-
tweenkerneland userspace)canarrive to , but
thatin mostcommoncaseghe non-preemptibldateng
is lessthan , andit is hiddenby the timer reso-
lution lateng. However, when rm timersareusedthe
non-preemptibléateny becomesnorevisible, andit is
possibleto seethatit is easyto obtainlatencieshigger
than . Usingappropriaté&kernelpreemptibilitytech-
niquesthelateny canbegreatlyreducedandTSL pro-
videsamaximumkernellateng of lessthan onour
testmachine.

The full detailsof the experimentsand more results
are presentedn our previous paper[4], thatwe brie y
summarizederefor thereaders cornvenience.

4.2 Latency of Real Applications

After evaluatingthe kernellatengy in isolationthrough
micro-benchmarksye performedexperimentson two

real applications, mplayer and the proportion-period
schedulewhichis akernel-lerel application.We choose
audio/videosynchronizatiorskew asthe lateny metric

for mplayer Thelateny metricfor theproportion-period
scheduleis maximumerrorin the allocationandperiod
boundary



4.2.1 Mplayer

Mplayer[2] is anaudio/videglayerthatcanhandleses-
eral differentmediaformats. Mplayer synchronizeswu-
dio andvideostreamgy usingtimestampshatareasso-
ciatedwith theaudioandvideoframes.Theaudiocardis
usedasatiming sourcej.e.,audiosamplesareputin the
audio card buffer, andwhena video frameis decoded,
its timestamps comparedvith thetimestampof thecur
rently playedaudio sample. If the video timestampis
smallerthantheaudiotimestamphentheprogramis late
(i.e.,avideodeadlinehasbeenmissed)andthe videois
immediatelydisplayed.Otherwisethesystensleepsin-
til the video and audio timestampsare equaland then
displaysthevideo.

On a responsie kernel and with sufcient avail-
able CPU capacity audio/videosynchronizatiorcan be
achieved by simply sleepingfor the correctamountof
time. Thus,mplayeruseshelLinux nanosleep() call
for synchronizationUnfortunatelyif the kernelis unre-
sponsie, mplayerwill notbeableto sleepfor thecorrect
amountof time leadingto pooraudio/videcsynchroniza-
tion andhighjitter in theinterframedisplaytimes. Syn-
chronizationskew and display jitter are correlatedand
thusthis paperpresentsesultsonly for audio/videasyn-
chronizationskew.

We compareaheaudio/videoskew of mplayeron stan-
dardLinux andon our time-sensitre Linux underthree
competindoads:1) non-kernelCPUload,2) kernelCPU
load,and3) le systemoad.For non-kernelload,auser
level CPU stressestis run in the background.For ker
nel CPU load, alarge memorybuffer is copiedto a le,
wherethe kernelusesCPU to move the datafrom the
userto the kernelspace.Standard.inux doesthis activ-
ity in a non-preemptiblesection. This load spend<90%
of its executiontime in kernelmode.For the le system
load, a large directoryis copiedrecursvely andthe le
systemis ushed multiple timesto createheary le sys-
temactvity. In eachof thesetests,mplayeris runfor 90
secondatreal-timepriority.

Non-kernel CPU load Figure2 shavstheaudio/video
skew in mplayeron a Linux anda time-sensitre Linux
kernelwhena CPUstresgestis thecompetingoad. This
competingoadrunsanin nite loop consumingasmuch
CPU as possible. Figure 2(a) shaws that for standard
Linux the maximumskew is large and closeto 50 ms
whenthe X11 sener is run at a non-realtime priority.
For most data points, the skew lies between-5 ms to

5 ms becauseof Linux's 10 ms timer resolution. Fig-

ure 2(b) shaws that the skew for time-sensitre Linux,

whenX11 is run at a non-realtime priority, is still large
(up to ) but doesnot shawv oscillationsbetween-

5 msand5 ms. Finally, Figure2(c) shawvs thatthe skew

for time-sensitre Linux improves considerablyand is

lessthan 250 us whenthe X11 sener runsat real-time
priority. Thereal-timepriority valueof X11 is thesame
asthe priority assignedo mplayer

These gures shawv that time-sensitie Linux works
well onanon-kernelCPUloadaslong asthe HLP proto-
col, describedn Section3.3.2,is usedto assigrpriorities
to time-sensitie tasksandto sener taskswith theshared
resourcesLinux with the X11 sener at real-timeprior-
ity still hasa skew between5 msto 5 msbecausef the
timerresolution.

As aresultof this experiment,the restof the exper
imentsin this sectionare run with mplayerand X11 at
real-timepriority to avoid ary userlevel priority inver
sioneffects.

Kernel CPU Load The secondexperimentcompares
the audio/videoskew in mplayer betweenLinux and
time-sensitie Linux whenthe backgroundoad copiesa
large 8 MB memorybuffer to a le with asinglewrite
systemcall. Figure 3(a) shavs the audio/videoskew is
as large as 90 ms for Linux. In this case,the kernel
movesthedatafrom theuserto thekernelspaceén anon-
preemptiblesection. Figure 3(b) shavs that the maxi-
mum skew is lessthan400 us for time-sensitie Linux.
This improvementoccursas a result of improved ker
nel preemptibilityfor large write calls in time-sensitre
Linux.

File SystemLoad Thethird experimentcompareshe

audio/videoskew in mplayerbetweenLinux andtime-

sensitve Linux when the backgroundload repeatedly
copiesa compiledLinux kernelsourcedirectoryrecur

sively andthen ushesthe le system.Thisdirectoryhas
13000 les and180MB of dataandis storedontheLinux

ext2 le system.ThekernelusesDMA for transferring
disk data. Figure4(a) shawvs that the skew underLinux

canbe ashigh as 120 ms while Figure 4(b) shavs that
skaw is lessthan200usundertime-sensitre Linux. This

resultshawvs that time-sensitie Linux can provide low

latenciesevenunderheary le-systemanddiskload.
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4.2.2 Proportion-Period Scheduler

Our original motivation for implementing a time-
sensitve Linux systemwasto accuratelyimplementa
proportion-periodscheduler This scheduleris used
to provide a reseration mechanismfor a higherlevel
feedback-basedeal-ratescheduler[2R  The real-rate
scheduleusesanapplication-speci cprogresgatemet-
ric in time-sensiire tasksto automaticallyassigncorrect
allocationsto suchtasks.For example,the progresof a
produceior consumenf aboundeduffer canbeinferred

gures have differentscalesandthatthe maximumskew

by measuringhe lI-le vel of the boundedbuffer. If the
buffer is full, the consumeiis falling behindand needs
more resourceswhile the producerneedsto be slowved
down.

The feedbackallocation accurag depends(among
otherfactors)on the accurag of actuatingproportions.
Therearethreesourcef inaccurag in our proportion-
periodscheduleimplementatioron Standard_inux: 1)
the period boundariesare quantizedto multiplesof the
timer resolutionor 10 ms, 2) the policing of proportions
is alsolimited to the samevaluebecausdimershave to
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beusedto implementpolicing, and3) heary loadscause processes.This table shavs that the proportion-period
long non-preemptibl@athsandthuslargejitter in period schedulerallocatesresourceswith a very low deviation
boundariesand proportionpolicing. Theseinaccuracies of lessthan onalightly loadedsystem.Underhigh

introducenoisein the systenthatcancausdargealloca-
tion uctuationsevenwhentheinputprogressignalcan
be capturedperfectlyandthe controlleris well-tuned.

Our time-sensitre Linux's proportion-periodsched-
ulerusesrm-timers for implementingperiodboundaries
andproportionpolicing. To evaluatethe accurag of this
schedulerwe rantwo processewith proportionsof 40%
and20%andperiodsof 8192usand512usrespectiely.®
Theseprocessewererun rst on anunloadedsystemto
verify the correctnes®f the scheduler Then,we eval-
uatedthe scheduletbehaior when the sameprocesses
wererun with competing le systemload (describedn
Section4.2.1). In this experimenteachprocessrunsa
tight loop that repeatedlyinvokes the gettimeofdaysys-
temcall to measurehe currenttime andstoreshis value
in anarray Theschedulebehaior isinferredattheuser
level by simply measuringthe time differencebetween
successke elementf thearray A similar techniques
usedby Houmglass[18].

Table 1 shaws the maximumdeviation in the propor
tion allocatedandtheperiodboundaryfor eachof thetwo

3The currentproportion-periodschedulerllows taskperiodsthat
are multiples of 512 us. While this period alignmentrestrictionis
not neededor a proportion-periodschedulerit simpli es feedback-
basecdadjustmenbf taskproportions.

le systemoadtheresultsshawv largerdeviations. These
deviations occur becausesxecutiontime is “stolen” by
thekernelinterrupthandlingcodewhichrunsatahigher
priority thanuserlevel processes Linux.

Oneway to improve the proportion-periodscheduling
performancen the presencef heary le systemloadis
to defer certainpartsof interrupt processingafter real-
time processesWe arecurrentlyinvestigatingthis solu-
tion.

An alternatve methodfor evaluatingtheschedulebe-
havior is to usea kerneltracer suchasLTT[23], thatcan
registerthe occurrenceof certainkey eventsin the ker
nel. Theseeventscan be analyzedlater after program
execution.Kerneltracersareoftenusedin real-timesys-
temsfor verifying the temporalcorrectnesof the ker
nel and of time-sensitie applications. We portedLTT
to time-sensitte Linux, and Figure 5 shavs a sample
sessioranalyzingthe schedulegeneratedn the previous
experiments.The tracevisualizerapplicationshavs the
scheduleyisualizing processegxecution(an executing
processis shavn in black): the two proportion-period
processesmarked as “unnamedchild” by the tracevi-
sualizerand characterizedy PIDs 2493 and 2492, are
easilyrecognizablebecausahey usemostof the CPU
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No Load File SystemLoad
Max Proportion| Max Period| Max Proportion| Max Period
Deviation Deviation Deviation Deviation
Taskl
Proportion:40%,3276.8us | 0.3%( 25us) 5us 6% ( 490us) 534us
Period:8192us
Task2
Proportion:20%,102.4us 0.7%( 3us) 10us 4% ( 20us) 97us
Period:512us

Tablel: Deviationin proportionandperiodfor two processesunningon the proportion-periodscheduleon time-
sensitve Linux.

Figure5: Linux kerneltracer(LTT) helpsto visualizethe schedulegeneratedby two proportion-periogprocesses.

time. Also notethattheir executionis regular andco- 4.3 SystemOverhead

incides with the one expectedfor two processesith ) o )
proportion-periods and " All the High resolutiontimersin a generalpurposeOS canpo-

nontime-sensitie processesanexecutewhenprocesses tentially have high overheadsTo mitigatethis overhead,

2492and2493exhaustedheir proportionsfor example, our rm timersimplementatiorcombineshardand soft

asmallexecutionof thelyx editoris visible afterthe rst UMers. In this section,we presentexperimentsto high-
periodof proces2493. light the advantagef rm timersascomparedo pure

hardtimersandshav thatthe rm-timer overheads ac-
ceptable.

In all theseexperimentswe measurehe performance

11
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Figure 7: ComparisonbetweenHard and Firm timers
with differentaccurag.

of a throughput-orientd applicationwhenone or more
time-sensitie processesre run in the backgroundto

stressthe rm timers mechanism. For the throughput
application,we selectedpovray, a ray-tracingappli-

cationandusedit to rendera standardenchmarkmage
calledskyvase .

Figure 6 shavs the performanceoverheadof rm
timersascomparedo standard.inux timerswhenmulti-
ple periodictime-sensitie processesre runningsimul-
taneously We conductedexperimentswith 20 and 50
timers running with 10 ms and 100 ms period. The
overheadis de ned asthe ratio of the time neededby
povray torendertheimagein time-sensitre Linux and
the time neededto renderthe sameimagein standard
Linux. The gures shav the overheador time-sensiire
Linux with purehardtimers, rm timerswith accurag
500 us, and pure soft timers. These gures shav that
pure soft timersdo not have ary overheadascompared
to standardLinux timers(exceptwhen50 time-sensiire
processewith period10 msarerun), hardtimershave a
slightly greateroverheadand rm timers,in thiscasedo
not provide muchimprovement.

We alsoperformedthe sameexperimentbut with pe-
riodic processesunning at higher frequencies. Figure
7 shaws the time neededo renderthe imagewhen 20
periodicprocessearerun with a periodof 1 ms. We do
notcomparaheseesultswith Linux becausé.inux does
not supportl mstimeraccurag. Thebene t of the rm
timers mechanismfor improving throughputbecomes
obviouswhenthe procesgeriodsaremadeshorter*

“Notethatthelow executiontime with puresofttimersis because

The previous experimentsshav that purehardtimers
have lower overheadn somecasesand rm timershave
lower overheadin other cases. This result can be ex-
plainedby the fact that thereis a costassociatedvith
checkingwhethera softtimer hasexpired. Thus,the soft
timersmechanisnis effective in reducingoverheadvhen
enoughof thesecheckgesultin the ring of asofttimer.
Otherwisethe rm-timer overheadascomparedo pure
hardtimerswill behigher

More formally, the previousbehaior canbeexplained
asfollows. Let bethetotal numberof timersthatmust
re in agivenintenal of time, the numberof hard
timersthat re, bethe numberof softtimersthat re
(hence, )and bethenumberof checksfor
soft timers expirations. Let be the costfor ring a
hardtimer,  bethecostof ring asofttimer,and be
the costof checkingif somesofttimer hasexpired. The
total costof ring rm timersis f
pure hardtimersare usedthenthe costis . Hence,

rm timersreducethe systemoverheadf

Thuswhenthe ratio of the numberof the soft timers
that re to the numberof soft timer checksis suf-
ciently large (i.e., it is larger than ), then
rm timersareeffective in reducingthe high-resolution
timersoverheadIn ourexperimentsye measured

, , and , hencethe
rm timersmechanisnbecomesffective when
, thatis to saywhenmore
than of the soft timer checksresultin a soft timer
to be red.

Note that the numberof checks dependson the
amountof interruptsandsystemcallsthathappenin the
machine whereashe amountof soft timersthat re
depend®nhow thechecksandthetimers' deadlinesare
distributedin time. The original work on soft timers[5]
studiedthesedistributions for a numberof workloads.
Theirresultsshav thatfor mary workloadsthe distribu-
tionsaresuchthat checksoften occurcloseto deadlines
(thusincreasing ), althoughhow closeis very work-
loaddependentFirm timershave the bene t of assuring

notall timers red atthecorrecttimes. Thusthisvalueshouldnotbe
consideredn thecomparison.
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Figure6: Overheadbf rm timersin time-sensitie Linux ascomparedo standard.inux.

responsevenfor workloadswith poordistributions,yet
retainingthe performancebene ts of soft timers when
theworkloadpermits.

5 Conclusions

This paperdescribeghe designand implementationof

a time-sensitre Linux systemthat can supportapplica-
tionsrequiring ne-grainedresourcellocationandlow-

lateny response. The three key techniquesthat we

have investigatedin the contet of our time-sensiire

Linux systemare rm timers for accuratetiming, ker

nel preemptibility for improving kernel responsieness
and proportion-periodschedulingfor providing precise
allocationsto tasks.Our experimentsshav thatintegrat-
ing thesetechniqueshelps provide allocationsto time-

sensitve taskswith a variationof lessthan400 us even
underheary CPU, disk and le systemload. We shav

thatthe overheadof time-sensitre Linux onthroughput-
oriented applicationsis low and thus such a system
can be usedeffectively for time-sensitte and general-
purposeapplications.

Although the rst resultspresentedn this paperare
promising, TSL still need further investigation, since
thereare openissuesrelated,for example,to interrupt
service,to network latenciesandto rm timersperfor
mance. For rm timersin particular we interestedn
investigatingwhetherreal workloadscommonlyleadto
the conditionunderwhich rm timersareef-
fective.
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