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Ensemble Learning, continued

Bagging (review) 

• Bagging (“bootstrap aggregation):
– Create N training sets from original training set Sas 

follows: 
For each Si, select mexamples at random with 
replacement. 

– Train N classifiers, one on each training set

– Ensemble classifier is majority vote of these N
classifiers
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Boosting 
(Review of AdaBoost algorithm)

• Given S = {(x1, y1), ..., (xm, ym)} where x Î X, yi Î {+1, -
1}

• Initialize D1(i) = 1/m.   (Uniform distribution over training 
examples)

• For t = 1, ..., T: 
– Learn base hypothesis ht using training set St (select 

examples, with replacement, from S according to Dt).

– Let the error of  ht be denoted as et :

– If  et ³ 0.5, set T to T-1 and break from loop.

– Let
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– Update: 

where Zt is a normalization factor chosen so that Dt+1
will be a probability distribution. 
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• At the end of T iterations of this algorithm, we have 

h1, h2, . . . , hT

We also have 
a1, a2, . . . ,aT,  where

• Ensemble classifier: 

• Note that hypotheses with lower training error on their 
training sets are weighted more strongly. 
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From D. Opitz and R. Maclin,
Popular Ensemble Methods:
An Empirical Study

Why doesn’t increasing number of classifiers in ensemble 
(i.e., incrasing complexity of classifier) lead to overfitting? 
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Adaboost:  Analysis of generalization error

• Freund and Schapire showed that generalization error can 
be bound in terms of training error, size mof S, number of 
rounds T of boosting, and VC dimension of base 
hypothesis space:

• This bound makes it look like Adaboost will overfit if T is 
too large, but this is not seen in practice.   Not completely 
clear why.
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“Soft-Oh”:  Like O notation, but hides all 
logarithmic and constant factors

Why do bagging, boosting, and other voting 
methods work? 

• Hypotheses: 

Bagging
– Creates classifier closer to “Bayes Optimal”

– Decreases variance portion of generalization error

Boosting
– Decreases variance and bias

– Avoids overfitting by increasing “margin distribution” 
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Bayes optimal classifier

• Most probable classification of a new instance is obtained 
by combining the predictions of all hypotheses, weighted 
by their posterior probabilities: 

where

where D is the data and H is the hypothesis space.

• Provably best classifier, if you can calculate it 
• Does bagging or boosting approximate this? 
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Bias/Variance theory

Classification error is due to:
– Bias:  Resulting from error in classifier in modeling 

target function

– Variance: Resulting from variance in training data

– Noise: Property of the data that can’t be overcome by 
any classifier. 
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From Roberto Esposito,  Ensemble Learning (presentation) 

From Roberto Esposito,  Ensemble Learning (presentation) 
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Defining Bias and Variance

Assume D is the space of all data, and we have infinitely 
many independent training sets S of size m. 

Let CS denote the classifier that is generated by running the 
base learning algorithm on training data S Ì D of size m. 

Let C¥ denote the ensemble classification rule that results 
from  running the base learning algorithm on an infinite 
number of independent training sets sampled from D, and 
taking the plurality vote over the resulting classifiers. 

Let C* denote the Bayes optimal classifier for D. 

Let ErrorD(C) be the expected error rate of classifier C 
over data D. 

Bias = ErrorD (C¥ ) - ErrorD (C*)

Variance = ES~D
m [ErrorS(CS)] - ErrorD (C¥ )
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Bagging, Boosting, and Variance

• Bagging decreases variance by definitionif boostrap
samples are independent.

• Similar argument for Boosting

• Experiments show Boosting also decreases bias
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Result of boosting:

and et is the error on the training set at time step t. 

How Boosting Avoids Overfitting:  Margin Theory
(Schapire et al.) 
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• Margin of example (x,y):

• The magnitude of the margin is the strength of agreement 
of base classifiers, and the sign indicates whether the 
ensemble produced a correct classification. 
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Example

E.g., 
Let H(x) = .4 h1(x) + .2 h2(x) + .1 h3(x)

Test set and results: 
y(x1) = - 1
h1(x1) = 1, h2(x1) = 1, h3(x1) =- 1

y(x2) = 1
h1(x2) = - 1, h2(x2) = - 1, h3(x2) =1

y(x3) = 1
h1(x3) = 1, h2(x3) = 1, h3(x3) =1

• Calculate margins

• Calculate margin distribution
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• Schapire et al. proved a new bound on generalization error, 
based on margins:

For any q, 0 < q,

Note:  does not depend on T!

When q is large, second term is minimized, but that tends to 
increase first term.  So want big margins!   In particular, 
want minimum margin to be large.   
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• Leo Brieman designed a variation of  adaboost called “arc-
gv”, that explicitly maximizes minimum margin.   (See 
“optional” paper on web site for details.)    He compared 
arc-gv with adaboost  on boosting decision trees, keeping 
the complexity (size) of the trees constant. 

• Margin theory would predict that arc-gv should produce 
ensemble classifiers with smaller generalization error than 
adaboost.  

• But....
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• Indeed the minimum margin was higher with arc-gv: 

• However, the generalization errors did not see to agree 
with the margin theory
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Reyzin and Schapire’s explanation
From paper:  How boosting the margin can also boost 

classifier complexity (optional reading on class website)

• The bound on generalization error involves more than 
simply minimum margin

• It involves entire margin distribution, training set size, and 
VC dimension of hypothesis space.  

• Breiman controlled VC dimension by keeping decision 
trees at same size.  However, he did not control depthof 
the trees.    Deeper trees tend to overfit more than shallow 
trees. 

• Reyzin and Schapire found that arc-gv generates 
significantly deeper trees than AdaBoost.  
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Claim: arc-gv is overfitting to the training data, 
due to higher complexity of trees
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• New experiment:  Control both size and depth of decision 
trees by using “decision stumps” – one-level binary 
decision trees.  

Margin distributions

Margin theory predicts that AdaBoost will have smaller generalization errors
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Boosting and SVMs
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Boosting: 

SVMs: 

�
�

�
�
�

�
+= � ),sgn)(class b

i
ii xx x a

Both methods aim to find linear combination in a  high dimensional 
space which has a large margin on the instances in the sample. 

Demos & HW

• SVMs
• Decision trees
• HW

• Later: 
– Demo illustrating “margin” and how it increases
– Generate ROC curves to compare SVM with different 

kernels and boosting. 


