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Abstract—We study the problem of clustering validation, i.e.,
clustering evaluation without knowledge of ground-truth labels,
for the increasingly-popular framework known as subspace clus-
tering. Existing clustering quality metrics (CQMs) rely heavily on
a notion of distance between points, but common pseudo-metrics
fail to capture the geometry of subspace clustering. We propose a
novel point-to-point pseudo-metric for points lying on a union of
subspaces and show how this allows for the application of existing
CQMs to the subspace clustering problem. We demonstrate
on a common benchmark dataset that our proposed methods
consistently outperform existing graph-based CQMs in terms of
choosing the best clustering.

I. INTRODUCTION

Clustering has long been one of the most fundamental tools
for data exploration, and from the start researchers studied
how to determine the quality of a clustering output in order
to choose parameters and compare algorithms. In contrast to
the supervised learning setting, clustering problems do not
provide any labeled data that can be used as a “hold-out” set
for cross-validation. The problem of clustering quality has
been widely studied for the general clustering problem [1],
[2], [3]. However, existing methods are not applicable to the
subspace clustering problem [4], a more modern and widely
applicable clustering framework in which the clusters also have
low-dimensional structure.

The key ideas in the clustering quality literature are those
of inter-cluster cohesion and intra-cluster dispersion. These
notions are defined fundamentally based on some distance
metric chosen appropriately for the application. This distance
metric is applied between points in the dataset or between
points and cluster centers, where the centers are of the same
dimension as the data points.

The subspace clustering problem can be formulated as
a generalization of PCA, where we seek a collection of
low-dimensional subspaces that best fits our data; this is
known as the Union of Subspaces (UoS) model. We may
think of these subspaces as the cluster centers, in which
case there is a natural notion of point-to-center and center-to-
center distances. However, quantifying point-to-point distance
becomes problematic. Intuitively, we wish to define a metric
d(·, ·) such that the distance between points in the same
subspace is small, whereas points on orthogonal subspaces
should have maximum distance. For example, antipodal points
always lie in a one-dimensional subspace, and we therefore
desire d(x,−x) = 0. However, common existing (pseudo)

Fig. 1. Two-dimensional embedding of points in Extended Yale Face Database
B, subjects 13, 26, and 38 using multidimensional scaling on proposed point-to-
point distance. The proposed distance provides an indication of which points
lie near the estimated subspace and groups outliers with similar forms of
shadow.

metrics such as the Mahalanobis distance do not properly
capture this goal.

In this work, we present what is, to the best of our knowledge,
the first approach to clustering validation for the UoS model.
We propose a novel pseudometric for points lying on a union
of subspaces, as well as several clustering quality metrics so
that the output of subspace clustering algorithms can be tuned
and fairly compared on unsupervised datasets.

II. PROPOSED DISTANCE AND CLUSTERING VALIDATION
METRICS

A. Proposed Distance

The natural point-to-center and center-to-center distances for
this problem are as follows. For the point-to-center distance,
we use the norm of the residual after projecting onto the
corresponding subspace. The center-to-center distance is based
on the subspace affinity and is a generalized form of the chordal
distance [5].

Consider a collection of N unit-norm points X =
{x1, . . . , xN} in ambient space RD. We define a K-clustering
of X to be a partition of X into K disjoint sets C =
{c1, . . . , cK}, where we assume 1 < K < N to avoid trivial
clustering. Let U1, . . . , UK denote orthonormal bases for K



Algorithm Oracle KSS Cost DI SI CH Cov Mod Per Comm
SSC-ADMM 1.07 3.31 4.95 2.70 2.59 18.06 16.01 13.52 18.61

SSC-OMP 25.25 33.10 33.60 31.73 31.77 40.87 43.06 36.30 42.24
EnSC 9.75 13.88 16.61 13.66 12.52 21.85 25.80 22.91 23.66
GSC 11.82 16.25 19.88 16.08 16.50 22.61 27.45 25.04 25.36
TSC 2.07 4.48 10.32 8.75 5.84 20.65 26.53 10.23 22.67

EKSS 0.26 5.22 8.54 6.52 5.17 17.69 30.08 18.24 28.65
Average R-AUC 1 1.22 1.39 1.11 1.12 3.18 3.32 2.68 3.10

TABLE I
ABILITY OF VARIOUS CQMS TO SELECT TUNING PARAMETERS ON HOPKINS-155 DATASET. THE DI, SI, AND CH ARE IMPLEMENTED USING OUR

PROPOSED METRIC. ALGORITHM VALUES (ROWS 2-7) INDICATE THE AVERAGE BEST CLUSTERING ERROR (%) ACCORDING TO VARIOUS CQMS. ORACLE
DENOTES THE BEST OVERALL CLUSTERING ERROR. FINAL ROW SHOWS THE AVERAGE R-AUC (LOWER BETTER).

subspaces obtained by performing PCA on the points in clusters
c1, . . . , cK , and let D = {d1, . . . , dK} be the set of dimensions
of these subspaces. A clustering quality metric (CQM) is a
function that maps a tuple (X , C,D) to a real-valued number
indicating the quality of that clustering.

Our novel point-to-point metric for points lying on a UoS
is based on the subspaces corresponding to each cluster. Let
Px denote the orthogonal projection matrix onto the subspace
corresponding to the cluster containing x, and let P⊥

x = I−Px.
Our proposed point-to-point distance is
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It is easily verified that this is a pseudometric with dist(x, y) =
0 if Px = Py and x = Pxx and y = Pyy. The maximum value
of (1) is 1, which occurs when x and y are both orthogonal to
the subspaces spanned by Px and Py . The second and fourth
terms capture the distance from each point to the opposing
point’s subspace, while the first and third terms are zero when
x = Pxx and y = Pyy, respectively. In the case where the
subspaces are not correctly modeled, the first and third terms
of (1) quantify the model mismatch. The final two terms
in (1) incorporate the spherical distance between the points
after projecting onto the orthocomplement of each subspace.
As a result, dist(x,−x) = 0 regardless of model mismatch.
This is desirable since antipodal points always form a one-
dimensional subspace. Fig. 1 shows the arrangement of points
in the Extended Yale Face Database B [6] after embedding
into R2 using multidimensional scaling [7] on the distance
defined in (1), where the subspaces are those corresponding to
the correct clustering.

B. Clustering Validation Metrics

By using the distances from the previous section, we can
now apply a wide array of existing CQMs. Since there are
numerous existing CQMs based on pairwise distances between
points and centroids, we choose three of the best performers
in the extensive survey [1].1 These are a variant of the Dunn
Index (DI) [8], the Silhouette Index (SI) [9], and the Calinski-

1We experimented with thirteen total existing CQMs studied in [1] and
chose the top three performers to report here.

Harabasz Index (CH) [10]. We also consider the K-Subspaces
cost function [11], [12]

mKSS(X , C,D) =
1

N

K∑
k=1

∑
xi∈ck

dist2(xi,Sk).

III. EMPIRICAL RESULTS

We evaluate the proposed CQMs using a wide variety of
algorithms [13], [14], [15], [16], [17], [18] and benchmark
datasets. For comparison, we also consider four graph-based
CQMs [19], [20], [21], [22], which can be applied directly but
do not take the problem geometry into account. The “oracle”
clustering is the best (in terms of clustering error) in light of the
ground truth labels, which are typically unavailable. To evaluate
the performance of each metric, we report two values. First,
we choose the “best” clustering according to the score assigned
by each CQM and report the corresponding true clustering
error. Second, we report the ratio of the area under the curves
(R-AUC), which is a measure of how many of the top-rated
clusterings are actually among the best performers for each
CQM. Table I shows these values for the Hopkins-155 dataset
[23], which is among the most commonly-considered datasets
in the subspace clustering literature. Our results indicate that the
DI, SI, and CH consistently outperform graph-based CQMs,
owing to the fact that they explicitly account for the UoS
structure in the problem. We also note that there is small
variation in performance among the KSS Cost, SI, and CH.
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[10] T. Caliński and J. Harabasz, “A dendrite method for cluster analysis,”
Communications in Statistics-theory and Methods, vol. 3, no. 1, pp. 1–27,
1974.

[11] P. S. Bradley and O. L. Mangasarian, “k-Plane clustering,” Journal of
Global Optimization, vol. 16, pp. 23–32, 2000.

[12] P. Tseng, “Nearest q-flat to m points,” Journal of Optimization Theory
and Applications, vol. 105, no. 1, pp. 249–252, 2000.

[13] E. Elhamifar and R. Vidal, “Sparse subspace clustering: Algorithm,
theory, and applications,” IEEE Trans. on Pattern Analysis and Machine
Intelligence, vol. 35, pp. 2765–2781, Nov. 2013.

[14] C. You, D. P. Robinson, and R. Vidal, “Scalable sparse subspace clustering
by orthogonal matching pursuit,” in Proc. IEEE International Conference
on Computer Vision and Pattern Recognition, 2016.

[15] C. You, C.-G. Li, D. P. Robinson, and R. Vidal, “Oracle based active
set algorithm for scalable elastic net subspace clustering,” in Proc. IEEE
International Conference on Computer Vision and Pattern Recognition,
2016.

[16] D. Park, C. Caramanis, and S. Sanghavi, “Greedy subspace clustering,”
in Advances in Neural Information Processing Systems, 2014, pp. 2753–
2761.

[17] R. Heckel and H. Bölcskei, “Robust subspace clustering via thresholding,”
IEEE Trans. Inf. Theory, vol. 24, no. 11, pp. 6320–6342, 2015.

[18] J. Lipor, D. Hong, D. Zhang, and L. Balzano, “Subspace clustering using
ensembles of k-subspaces,” arXiv preprint arXiv:1709.04744, 2017.

[19] U. Brandes, M. Gaertler, and D. Wagner, Experiments on graph clustering
algorithms. Springer, 2003.

[20] M. E. Newman and M. Girvan, “Finding and evaluating community
structure in networks,” Physical review E, vol. 69, no. 2, p. 026113,
2004.

[21] T. Chakraborty, S. Srinivasan, N. Ganguly, A. Mukherjee, and
S. Bhowmick, “On the permanence of vertices in network communities,”
in Proceedings of the 20th ACM SIGKDD international conference on
Knowledge discovery and data mining. ACM, 2014, pp. 1396–1405.

[22] A. Miyauchi and Y. Kawase, “What is a network community?: A
novel quality function and detection algorithms,” in Proceedings of the
24th ACM International on Conference on Information and Knowledge
Management. ACM, 2015, pp. 1471–1480.

[23] R. Tron and R. Vidal, “A benchmark for the comparison of 3-D motion
segmentation algorithms,” in IEEE Int. Conf. on Comp. Vision and Pattern
Recog., 2011.


	Introduction
	Proposed Distance and Clustering Validation Metrics
	Proposed Distance
	Clustering Validation Metrics

	Empirical Results
	References

