This file is meant to explain something about how rules are handled in Columbia.  Items with a * indicate items which need to be added if you add a rule to Columbia.

Each execution (=optimization of a query or batch of queries) of Columbia reads a “rule set file” to find out which rules are to be used in the optimization.

A rule set file consists of two kinds of lines


Beginning with // or blank: ignored


An integer followed by a rule name

If the integer is 1 the rule is used, if it is 0 the rule is not used

The class RULE_SET has one element, RuleSet.  It contains an array of RULE objects

*In rules.cpp there are statements such as


// Associativity of EQJOIN


rule_set[R_EQJOIN_RTOL] = new EQJOIN_RTOL();

which fill the rule_set array.

*In rules.cpp, in each rule, there is a statement such as


set_index(R_P_TO_PP);

which sets an integer value for the index of each rule.

*In rules.h there is an enum RULELABELS which must agree one for one with rules in the rule set file.  RULELABELS defines terms such as R_P_TO_PP

*Rules.cpp contains 


#define NUMOFRULES xx

where xx is the number of rules.  It must be consistent with everything else.

