Comment on the following aspects of the assigned paper by Tate, et. al.

1. If you wanted to compare the equality saturation approach to the body of work (by others) that attempts to find good compiler optimization ordererings, what kinds of experiments would you set up and what would you measure?

2. Comment on the experimental evaluation section. What conclusions does it support? How might it have been improved?

3. Comment on the idea of domain-specific optimizations. What are their pros and cons?